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Abstract

We consider distributed network computing where entities are connected by a net-

work modeled as a connected graph. These entities are located at the nodes of the

graph, and they exchange information by message-passing along its edges. In this

context, we are adopting the classical framework for local distributed decision, in

which nodes must collectively decide whether their network configuration satisfies

some given boolean predicate, by having each node interacting with the nodes in

its vicinity only. A network configuration is accepted if and only if every node

individually accepts.

In this framework, inspired by the polynomial hierarchy in the sequential setting,

we build a hierarchy of complexity classes in the distributing setting. We define

problems that belong to these classes, and show that this hierarchy collapses at

the second level. Our results lead in a step forward towards a complexity theory

in the distributed setting.

Local distributed decision is a key topic that has been used for different purposes

in the distributed computing area. In our work, we apply distributed decision and

verification to a very important problem, which is routing in networks. The goal

of a compact routing scheme is to be able to deliver a message to an arbitrary

entity in the network, while considering the trade-off between memory-space and

cost of the routing path. We use distributed decision to verify the correctness of

the routing table stored at each entity, that may have been modified in a faulty

manner. We introduce a verifying mechanism that allows each node to check any

alteration of its routing table, just by exploring its one-hop neighborhood.
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Chapter 1

Introduction

Distributed computing investigates the power and limit of distributed systems. In

this latter, entities, connected in some manner by communication links, collabo-

rate together in order to solve some problem. Many important results have been

achieved in this area. Still, unlike in the case of the centralized setting, distributed

computing lacks of a complexity theory. In fact, in the centralized setting there

are many studies of this kind. For example, think about the well known poly-

nomial hierarchy and the many open questions that have been arising related to

it (like for e.g., to fully understand the relation between the classes P and NP).

Hence, in this thesis we try to better understand distributed computing by trying

to build a hierarchy of complexity classes. For instance, an interesting goal is to

find out which would be the corresponding distributed class of the class P of the

polynomial hierarchy in the centralized setting. Which class would correspond to

NP? Is there some kind of relation or similitudes between the complexity theory

in the distributing context and the one in the centralized setting? These are all

questions that we try to address in this thesis. We present a hierarchy in the dis-

tributed setting where, among the different classes that are part of it, we define two

classes that have the same flavor of P and NP. Unlike in the centralized setting, we

show clear separation results between the corresponding of these two classes in the

distributed context. Moreover, perhaps surprisingly, we show that our hierarchy

collapses at the second level. These theoretical results have a significant impact

in designing and analyzing distributed systems.

Commonly, while studying different aspects of distributed computing it is assumed

that entities behave correctly and no failures occur. In fact, one of the difficulties

11



12 Introduction

that we face in distributed computing are issues related to security, that often are

caused by the presence of faults. Dealing with faulty behaviors is not easy due to

the nature itself of distributed systems. We try to address these issues in one of the

most important tasks in the distributed setting, that is the ability to efficiently

send messages to, and receive messages from, all entities in the network. This

problem is called routing. In order to accomplish this all-to-all communication,

each entity stores in its memory a routing table, that is some information about the

routing paths. The goal of a designer of a routing protocol is to guarantee efficiency

in terms of cost of the routing path, and amount of memory per node. We deal

with routing during our daily life, every time we surf the Internet. The presence of

faults in a routing process could prevent the reception of some messages from some

entities. This may be, for instance, because of a malicious attack to the network

infrastructure. Hence, this problem is not only theoretical-challenging, but it also

has a high impact in practice. We address the problem of detecting the alteration

of routing tables that may be due to the occurrence of some faulty behavior.

We present a mechanism able to verify the correctness of the routing information

stored at each entity without requiring more memory-space than the actual routing

protocol. In this manner, if an entity experiences malicious alterations of routing

tables it will detect it and will reject the routing process.

Typically, a distributed system is modeled by a simple undirected unweighted

graph, where nodes represent the entities and there is an edge between two nodes

whenever there is a communication link between the respective entities. This com-

munication is done via message-passing. In particular, in our context, the compu-

tation proceeds in synchronous rounds and the communication graph is also the

input graph. Networks have been widely studied in different areas such as biology

(neural networks), social sciences (relationships between individuals), computer

science (the Internet), etc. In these years, different distributed computing models

have been designed. Two standard models are the LOCAL and the CONGEST

one. In the CONGEST model, the size of the messages is bounded, typically on

O(log n) bits in n-node networks, yielding in problems related to congestion. In-

stead, our interest is focused on problems related to locality, that is the ability of

an entity to solve a problem by exploring only the nodes near its neighborhood.

Hence, we want to determine how far a node must explore the network in order to

solve a given task. Locality is a very important aspect in networks, since due to

their huge size (think about the Internet), it is difficult for an entity to have some

global knowledge of the network it is part of. This notion of locality is captured
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by the well known LOCAL model. Thus, this thesis focuses on algorithms for the

LOCAL model, and its contents have been partially published in the proceeding

of [STACS 2017] and [DISC 2017]. More precisely, the content of this thesis is

based on [1] and [2], that are two works among the research work accomplished

during my Ph.D. [1, 2, 6–9].

More in detail, we adopt the classical framework of local distributed decision, in

which nodes must collectively decide whether their network configuration satisfies

some given boolean predicate, by having each node interacting with the nodes in

its vicinity only. A network configuration is accepted if and only if every node

individually accepts. It is folklore that not every Turing-decidable network prop-

erty (e.g., whether the network is planar) can be decided locally whenever the

computing entities are Turing machines (TM). On the other hand, it is known

that every Turing-decidable network property can be decided locally if nodes are

running non-deterministic Turing machines (NTM). However, this holds only if

the nodes have the ability to guess the identities of the nodes currently in the

network. That is, for different sets of identities assigned to the nodes, the cor-

rect guesses of the nodes might be different. If one asks the nodes to use the

same guess in the same network configuration even with different identity assign-

ments, i.e., to perform identity-oblivious guesses, then it is known that not every

Turing-decidable network property can be decided locally. We show that every

Turing-decidable network property can be decided locally if nodes are running

alternating Turing machines (ATM), and this holds even if nodes are bounded to

perform identity-oblivious guesses. More specifically, we show that, for every net-

work property, there is a local algorithm for ATMs, with at most 2 alternations,

that decides that property. To this aim, we define a hierarchy of classes of decision

tasks where the lowest level contains tasks solvable with TMs, the first level those

solvable with NTMs, and level k contains those tasks solvable with ATMs with k

alternations. We characterize the entire hierarchy, and show that it collapses in

the second level. In addition, we show separation results between the classes of

network properties that are locally decidable with TMs, NTMs, and ATMs, and

we establish the existence of completeness results for each of these classes, using

novel notions of local reduction. Also, we investigate the role of the identifiers in

the certificates, considering a hierarchy presented in [10] where certificates are of

size of O(log n) bits. We prove that, beyond the bottom levels, the ability to use

the node identities to set the certificates does not help.
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Local distributed decision is a very powerful tool for verifying the correctness of

systems. In fact, we apply local distributed decision to an important problem, that

is routing in networks. On the one hand, the correctness of routing protocols in

networks is an issue of utmost importance for guaranteeing the delivery of messages

from any source to any target. On the other hand, a large collection of routing

schemes have been proposed during the last two decades, with the objective of

transmitting messages along short routes, while keeping the routing tables small.

Regrettably, all these schemes share the property that an adversary may modify

the content of the routing tables with the objective of, e.g., blocking the delivery

of messages between some pairs of nodes, without being detected by any node.

We present a simple certification mechanism which enables the nodes to locally

detect any alteration of their routing tables. In particular, we show how to locally

verify the stretch-3 routing scheme by Thorup and Zwick [SPAA 2001] by adding

certificates of Õ(
√
n)1 bits at each node in n-node networks, that is, by keeping

the memory size of the same order of magnitude as the original routing tables. We

also propose a new name-independent routing scheme, where, differently from the

name-dependent ones, the designer is not allowed to assign names to nodes, i.e.,

the name of a node is just its identifier. This new routing scheme uses routing

tables of size Õ(
√
n) bits and it can be locally verified using certificates on Õ(

√
n)

bits. Its stretch is 3 if using handshaking, and 5 otherwise.

1.1 Structure of the thesis

In this chapter we proceed with Section 1.2, where we present the motivations of

our work, followed by Section 1.3 that introduces the setting, that is the LOCAL

model.

In Chapter 2 we define the notions of graph (Section 2.1), decision problems (Sec-

tion 2.2), verification problems (Section 2.3), complexity classes of distributed

languages (Section 2.4), routing schemes’ characteristics and what it means to

verify routing tables (Section 2.5).

Chapter 3 shows the results presented in this thesis. More in detail, in this chapter

is shown a hierarchy of classes in the distributed setting, along with separation

1The notations Õ and Ω̃ ignore polylogarithmic factors.
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results and problems in these classes (Section 3.1). The proofs about these results

are shown in detail in Chapter 4.

In Section 3.2 of Chapter 3 we present our results regarding the certification of

routing tables, summarized in Table 3.1. All the details regarding these results

are shown in Chapter 5.

We conclude presenting some open problems and further research directions in

Chapter 6.

1.2 Motivation and objective

It is enough to think of the Internet or mobile networks to realize that distributed

systems are part of our daily life. Due to their huge size, it is difficult for an entity

to have some global knowledge of the network. Thus, one important aspect is the

locality, that is the ability of an entity to solve a given task just by exploring the

network near its neighborhood. One of our goals is to improve our understanding

of distributed computation, by studying decision and verification in the LOCAL

model. We insist on locality, as we want the checking protocols to avoid involving

long-distance communications across the network, for they are generally costly and

potentially unreliable. Our objective is to determine what network properties can

be decided locally, as a function of the individual computing power of the nodes.

Work in this direction has been already investigated in the literature. For example,

[10] shows a hierarchy of complexity classes in the context of a model inspired by

the CONGEST one, while Reiter addresses similar issues in the context of finite

automata in [11]. Very recently, [12] shows a hierarchy for the congested clique

model, where the network is a complete graph.

Distributed decision is widely used to verify the correctness of a distributed system.

We consider an important problem such as routing in networks, and we investigate

the correctness of the routing tables stored at each entity using local distributed

decision. During the last two decades, there has been an enormous effort to design

compact routing schemes (i.e., schemes using small tables) of low stretch (i.e., with

stretch upper bounded by a constant) – see, e.g., [3–5, 13–18]. A breakthrough

was achieved in [5] where almost tight tradeoffs between size and stretch were

explicitly demonstrated. In particular, [5] showed how to design a routing scheme

with tables of size Õ(
√
n) bits and stretch 3, in any network.
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All the aforementioned routing schemes share the property that nodes do not

have the capability to realize that the routing tables have been modified (either

involuntarily or by an attacker). That is, a group of nodes may be provided with

routing tables which look consistent with a desired routing scheme, but which do

not achieve the desired performances of that scheme (e.g., large stretch, presence

of loops, etc.). Indeed, the nodes are not provided with sufficient information

to detect such an issue locally, that is, by having each node inspecting only the

network structure and the tables assigned to nodes in its vicinity. Our objective

is, given a routing scheme, to design a mechanism enabling each node to locally

detect the presence of falsified routing tables, in the following sense. If some tables

are erroneous, then at least one node must be able to detect that error by running

a verification algorithm exchanging messages only between neighboring nodes.

Our mechanism for locally verifying the correctness of routing tables is inspired

from proof-labeling schemes [19]. It is indeed based on assigning to each node a

certificate, together with its routing table, and designing a distributed verification

algorithm that checks the consistency of these certificates and tables by having

each node inspecting only its certificate and its routing table, and the certificate

and routing table of each of its neighbors. The set of certificates assigned to the

nodes and the verification algorithm running at all nodes in parallel must satisfy

that:

1. if all tables are correctly set, then, with some appropriate certificates, all

nodes accept ;

2. if one or more tables are incorrectly set, then, for every assignment of the

certificates, at least one node must reject. The second condition guarantees

that the verification algorithm cannot be cheated: if the tables are incorrect,

there are no ways of assigning the certificates such that all nodes accept.

Rephrasing the objective of this work, our goal is to assign certificates to nodes, of

size not exceeding the size of the routing tables, enabling the nodes to collectively

verify the correctness of the routing tables, by having each node interacting with

its neighbors only.
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1.3 Setting: LOCAL model

In the LOCAL model [20], a network is represented by an arbitrary connected

and simple graph G = (V,E), where V is the set of nodes and E the set of edges

connecting these nodes. Each node has a unique identifier and a local input. At the

end of the execution of an algorithm, each node has to provide a local output. The

computational and communicational power of each entity is not limited, i.e., there

is no restriction on the bandwidth and each entity has the computational power of

a Turing Machine. The distributed system operates in synchronous rounds where

each node does the following:

1. sends a message to each neighbor (it may be a different message to different

neighbors);

2. receives messages from neighbors;

3. performs some local computation.

A local algorithm is a distributed algorithm A satisfying that there exists a con-

stant t ≥ 0 such that A terminates in at most t rounds in all networks, for all

inputs.

In other words, an algorithm A that solves a problem in the LOCAL model in t

rounds can be seen as the following algorithm:

• each node gathers all the information from nodes in the network up to dis-

tance t;

• each node makes the necessary locally computations and gives a local output.

Hence, the time complexity of a local algorithm is determined by the range t that

it needs to explore. The parameter t is called the radius of A. In other words, in

every network G, and for all inputs to the nodes of G, every node executing A just

needs to collect all information present in the t-ball around it in order to output

the result. The t-ball around a certain node u is also called the local view of u.

For a survey on algorithms for the LOCAL model, we refer the reader to [21].





Chapter 2

Definitions

In this chapter we recall the main concepts related to the content of this thesis,

such as distributed decision and verification, and routing schemes.

2.1 Graphs

We denote by G = (V,E) a simple undirected unweighted graph, where V is the

set of nodes and E the set of edges. An edge between two nodes u, v ∈ V is

notated by an unordered pair e(u, v). Two nodes u, v ∈ V are neighbors if there

is an edge e(u, v) that connects them. Each node v ∈ V has a unique identifier

id(v).

If the edges are weighted, we denote the graph by G = (V,E,w), where w is a

function that maps edges to weights. Typically, the edge-weights are non-negative

values and polynomial in the size of the network. The maximum weight among

all the edges, is denoted by W , and the weighted diameter of the graph by D.

The degree of a node v ∈ V , denoted by deg(v), is the number of edges adjacent

to v. We denote by ∆ the maximum, taken among all the nodes v ∈ V , of deg(v).

We denote by G the family of all simple undirected unweighted graphs G = (V,E).

Respectively, we denote by H the family of all simple undirected weighted graphs

G = (V,E,w).

19



20 Definitions

2.2 Decision problems

The goal of decision problems is to decide whether a global input instance satisfies

some specific property. For this purpose, each entity does the following:

• gathers its local information from the network;

• performs some local computation;

• outputs its local decision, that is either accept or reject.

The global output is given by the logical conjunction of the local outputs, i.e.,

global output =
∧
v∈V

local output(v).

An example of a decision problem is the one where we are given a graph, and to

each entity is given in input a color. The goal is to decide if the graph is properly

colored, that is if each node has a different color from the one of its neighbors.

This problem is locally decidable since it is enough that a node checks the color

of its neighbors and reject if at least one of them has the same color as his. For

example, the input instance depicted in Figure 2.1 will be rejected.

”Reject”

Figure 2.1: An input instance that is not properly colored.

2.3 Verification problems

We want to be able to verify if a global input instance satisfies a given property.

In this setting, differently from the case of decision problems, each entity has in

input a certificate that should be helpful in the verification of the satisfiability of

a property. Then, as in decision problems, each node
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• gathers its local information from the network;

• performs some local computation;

• outputs its local decision, that is either accept or reject.

The global output is again given by the logical conjunction of the local outputs.

As an example of a verification problem, suppose we have a graph and we want to

know if it is a tree. Notice that this problem is not locally decidable. It requires

some global knowledge since the edge that closes a cycle may be far away in the

network. However, this problem is locally verifiable in the following way. At first,

we choose an arbitrary node of the graph and mark it as the root, by assigning

it “0” as certificate. Then, we assign to each node a certificate that is the hop-

distance from the chosen root. In order to verify if the graph is the tree, each

entity but the root checks with its neighborhood if it has exactly one neighbor

with a smaller distance from the root, while all the others have a greater distance

(see Figure 2.2). The root checks that all its neighbors have a distance from the

root greater than 0.

0

1

2

3

4

3

2

1

2

3 3

Figure 2.2: An input instance that is not a tree. The node with distance 4
from the root outputs ”reject”.

Id-dependent vs id-independent certificates. Two different types of certifi-

cates have been considered in the literature, that is

1. id-dependent : in this case, the certificates are allowed to depend on the

id-assignment of the nodes in the graph;

2. id-independent : in this case we have certificates that can not depend on the

identifiers assigned to nodes.
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In Chapter 4 we will present a hierarchy of complexity classes in the context of

id-independent unbounded-size certificates. We will also briefly describe a hierar-

chy that uses id-dependent certificates of size O(log n) bits presented in [10]. In

this latter context, we show that, starting from the second level of the hierarchy,

allowing certificates to depend on the identities of the nodes does not add any

power.

2.4 Complexity classes

In this subsection we introduce the distributed complexity classes of our hierarchy.

Before that, we define the notions of configuration and distributed language.

I Configuration. Let a configuration be a pair (G, x) where G = (V,E) is a

connected simple undirected graph, and x : V (G)→ {0, 1}∗ is a function assigning

an input x(u) to every node u ∈ V .

I Distributed language. A distributed language L is a set of configurations

(we consider only Turing-decidable sets). A configuration (G, x) ∈ L is said to be

legal w.r.t. L.

I Local Decision class (LD). The class of all distributed languages that are

locally decidable is called Local Decision class (LD). That is, LD is the class of all

distributed languages L for which there exists a local algorithm A satisfying that,

for every configuration (G, x),

(G, x) ∈ L ⇐⇒ A accepts (G, x)

where one says that A accepts if it accepts at all nodes. Notice that this class

has the same flavor of the class P of the polynomial hierarchy in the sequential

setting.

More formally, LD is the class of all distributed languages L for which there exists

a local algorithm A satisfying the following: for every configuration (G, x),

(G, x) ∈ L ⇒ ∀id ∈ ID(G),∀u ∈ V (G),AG,x,id(u) = accept

(G, x) /∈ L ⇒ ∀id ∈ ID(G),∃u ∈ V (G),AG,x,id(u) = reject
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where AG,x,id(u) is the output of Algorithm A running on the instance (G, x) with

identity-assignment id, at node u.

I Nondeterministic Local Decision class (NLD). The class NLD is the non-

deterministic version of LD, i.e., the class of all distributed languages L for which

there exists a local algorithm A verifying L, i.e., satisfying that, for every config-

uration (G, x),

(G, x) ∈ L ⇐⇒ ∃c,A accepts (G, x) with certificate c.

More formally, NLD is the class of all distributed languages L for which there

exists a local algorithm A satisfying the following: for every configuration (G, x),

(G, x) ∈ L ⇒ ∃c ∈ C(G),∀id ∈ ID(G),∀u ∈ V (G),AG,x,c,id(u) = accepts

(G, x) /∈ L ⇒ ∀c ∈ C(G),∀id ∈ ID(G),∃u ∈ V (G),AG,x,c,id(u) = rejects

where C(G) is the class of all functions c : V (G) → {0, 1}∗, assigning certificate

c(u) to each node u. Note that the certificates c may depend on the network

and on the input to the nodes, but should be set independently of the actual

identity assignment to the nodes of the network. In the following, for the sake

of simplifying the notations, we shall omit specifying the domain sets C(G) and

ID(G) unless they are not clear from the context. It follows from the above that

NLD is a class of distributed languages that can be locally verified, in the sense

that, on legal instances, certificates can be assigned to nodes by a prover so that

a verifier A accepts, and, on illegal instances, the verifier A rejects (i.e., at least

one node rejects) systematically, and cannot be fooled by any fake certificate.

the class LD and NLD are in fact the basic levels of a “local hierarchy” defined as

follows.

I Σk classes. Let Σloc
0 = LD, and, for k ≥ 1, let Σloc

k be the class of all distributed

languages L for which there exists a local algorithm A satisfying that, for every

configuration (G, x),

(G, x) ∈ L ⇐⇒ ∃c1,∀c2, . . . , Qck,A accepts (G, x) with certificates c1, c2, . . . , ck

where the quantifiers alternate, and Q is the universal quantifier if k is even, and

the existential one if k is odd.
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I Πk classes. Let Πloc
0 = Σloc

0 = LD. Then, the class Πloc
k is defined similarly, by

starting with a universal quantifier, instead of an existential one. A local algorithm

A insuring membership to a class C ∈ {Σloc
k , k ≥ 0} ∪ {Πloc

k , k ≥ 0} is called a C-
algorithm. Hence, NLD = Σloc

1 , and, for instance, Πloc
2 is the class of all distributed

languages L for which there exists a Πloc
2 -algorithm, that is, a local algorithm A

satisfying the following: for every configuration (G, x),

(G, x) ∈ L ⇒ ∀c1,∃c2,∀id, ∀u ∈ V (G),AG,x,c1,c2,id(u) = accept;

(G, x) /∈ L ⇒ ∃c1,∀c2,∀id, ∃u ∈ V (G),AG,x,c1,c2,id(u) = reject.
(2.1)

2.5 Distributed verification on routing schemes

Let H be a family of edge-weighted graphs with edges labeled at each node by

distinct port numbers from 1 to the degree of the node. The weights are all positive,

and the weight of edge e represents its length. It is thus denoted by length(e).

The nodes are given distinct identities. All node-identities and edge-weights are

supposed to be stored on O(log n) bits. For the sake of simplifying notations, we

do not make a distinction between a node v and its identity, also denoted by v.

Given two nodes u, v, we denote by

δ(u, v) = the weighted distance between u and v.

Given an edge e of endpoint u, we denote by

portu(e) = the port number of e at u.

We follow the usual setting of proof-labeling scheme [19] in which the values of

the edge-weights, node identities, and port numbers are fixed, and cannot be

corrupted. Only the internal memories of the nodes, storing information about,

say, routing, are susceptible to be corrupted.

IName-dependent (ND) routing scheme. A name-dependent routing mech-

anism for H is a mechanism assigning a name, name(u), and a routing table,

table(u), to every node u of every graph G ∈ H such that, for any pair (s, t) of

nodes of any G ∈ H, there exists a path u0, u1, . . . , uk from s to t in G with u0 = s,

uk = t, and

table(ui)
(
name(t)

)
= portui({ui, ui+1}) (2.2)
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for every i = 0, . . . , k − 1. That is, every intermediate node ui, 0 ≤ i < k, can

determine on which of its ports the message has to be forwarded, based solely on

its routing table, and on the name of the target. In Eq. 2.2, each table is viewed

as a function taking names as arguments, and returning port numbers. The path

u0, u1, . . . , uk is then called the route generated by the scheme from s to t.

I Name-independent (NI) routing schemes. Name-independent routing

schemes are restricted to use names that are fixed a priori, that is, the name of a

node is its identity, i.e., name(v) = v for every node v. Instead, name-dependent

routing schemes allow names to be set for facilitating routing, and names are

typically just bounded to be storable on a polylogarithmic number of bits.

IMessage header. The header of a message is the part of that message contain-

ing all information enabling its routing throughout the network. The header of a

message with destination t is typically name(t). However, some routing schemes

ask for message headers that can be modified. This holds for both name-dependent

schemes (like, e.g., [5]) and name-independent schemes (like, e.g., [3]). The typical

scenario requiring modifiable headers is when a message is routed from source s

to target t as follows. From name(t) and table(s), node s can derive the existence

of some node v containing additional information about how to reach t. Then the

message is first routed from s to v, and then from v to t. Distinguishing these two

distinct parts of the routes from s to t often requires to use different headers. In

case of modifiable headers, Eq. (2.2) should be tuned accordingly as the argument

of routing is not necessarily just a name, but a header.

I Size. The size of a routing scheme is the maximum, taken over all nodes u of

all graphs in H, of the memory space required to encode the function table(u) at

node u.

I Stretch. The stretch of a routing scheme is the maximum, taken over all pairs

(s, t) of nodes in all graphs G ∈ H, of the ratio of the length of the route from s to

t (i.e., the sum of the edge weights along that route) with the weighted distance

between s and t in G.

Consider a routing scheme R (name-dependent or name-independent) for a graph

G ∈ H, and consider a source and a target s, t ∈ G. We denote by
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length(R, s, t) = the weighted length of the path between s and t designed

by the routing scheme R.

The stretch of R is defined as the worst case, taken over all graphs G ∈ H and

all pairs of nodes s, t ∈ G, of the ratio between the length of the path of s and t

designed by the routing scheme and the length of a shortest path of s and t, that

is

stretchR = max
s,t∈V

length(R, s, t)

δ(s, t)
.

I Handshaking. Some routing schemes may use a mechanism called handshak-

ing [5], which is an abstraction of mechanisms such as Domain Name System

(DNS) enabling to recover an IP address from its domain name. Let us consider

the aforementioned scenario where a routing scheme routes a message from s to t

via an intermediate node v identified by s from name(t) and table(s). One can then

enhance the routing scheme by a handshaking mechanism, enabling s to query v

directly, and to recover the information stored at v about t. Then s can route

the message directly from s to t, avoiding the detour to v. That is, handshaking

enables to distinguish the part of the routing used to get information about the

target (like in DNS), from the part of routing used to transfer messages (like in

IP). Handshaking is used in [5] to reduce the stretch of routing schemes with space

complexity Õ(n1/k) bits from 4k − 5 to 2k − 1, for every k > 2. A similar mecha-

nism has been already used in [14], adopting a different technical implementation

called ”stratified tree dictionary search”.

IDistributed Verification on routing. Let certificate : V (G)→ {0, 1}∗ be the

function assigning a certificate, certificate(u), to every node u ∈ V (G). At every

node u ∈ V (G) of every graph G ∈ H, the verification algorithm takes as input the

identity of node u, the certificate certificate(u) and routing table table(u) assigned

to node u, as well as the collection of pairs (table(v), certificate(v)) assigned to all

neighbors v of u, with their identities, and outputs accept or reject.

Definition 2.1. A routing scheme for H is verifiable if there exists a verification

algorithm verif such that, for every G ∈ H,
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• if the tables given to all nodes of G are the ones specified by the routing

scheme, then there exists a certificate function forG such that the verification

algorithm verif outputs accept at all nodes;

• if some table given to some node of G differs from the one specified by the

routing scheme, then, for every certificate function for G, the verification

algorithm verif outputs reject in at least one node.

The second bullet guarantees that if an adversary modifies some routing table, or

even just a single bit of a single table, then there are no ways it can also modify

some, or even all certificates so that to force all nodes to accept: at least one node

will detect the change. Of course, this node does not need to be the same for

different modifications of the routing tables, or for different certificates.

Remark. The above definition is the classical definition of proof-labeling scheme

applied to verifying routing schemes. In particular, it may well be the case that a

correct labeling scheme be rejected if the certificates have not been set appropri-

ately, just like a spanning tree T will be rejected by a proof-labeling scheme for

spanning trees if the certificates have been set for another spanning tree T ′ 6= T .
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Results

In this chapter we present the results of this research work. More details about

how these results are achieved will be given in the next chapters.

3.1 A hierarchy of complexity classes

Our main results are the following.

Theorem 3.1. LD ⊂ Πloc
1 ⊂ NLD = Σloc

2 ⊂ Πloc
2 = All, where all inclusions are

strict.

That is, Πloc
1 ⊃ Πloc

0 , while Σloc
2 = Σloc

1 , and the whole local hierarchy collapses

to the second level, at Πloc
2 . In other words, while not every Turing-decidable

network property can be decided locally if nodes are running non-deterministic

Turing machines (NTM), Theorem 3.1 says that every Turing-decidable network

property can be decided locally if nodes are running alternating Turing machines

(ATM). More specifically, for every network property, there is a local algorithm

for ATMs, with at most 2 alternations, that decides that property.

We complete our description of the local hierarchy by a collection of separation

and completeness results regarding the different classes and co-classes in the hier-

archy. In particular, we revisit the completeness results in [22], and show that the

notion of reduction introduced in this latter paper is too strong, and may allow a

language outside NLD to be reduced to a language in NLD. We introduce a more

29
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restricted form of local reduction, called label-preserving, which does not have this

undesirable property, and we establish the following.

Theorem 3.2. NLD and Πloc
2 have complete distributed languages under local label-

preserving reductions.

Figure 3.1 summarizes all our separation results.

At last, we complete these results by a study of the local decision hierarchy when

certificates are bounded to be of logarithmic size. In this case, the hierarchy

(Σlog-local
k ,Πlog-local

k )k≥0 may not collapse, and there are languages outside this hier-

archy. We prove that, beyond the first level for Π classes, and beyond the second

level for Σ classes, the ability to use the node identities to set the certificates does

not help.

Theorem 3.3. For every k ≥ 3, the class Σlog-local
k does not depend on whether or

not the certificates depend on the node identities. The same holds for Πlog-local
k , for

every k ≥ 2.

LD co-LD

Πloc
1 co-Πloc

1

NLD = Σloc
2 co-NLD

All = Πloc
2

diamkand or

tree

alts amos
iter iter

exts
miss

miss↑ miss↑

Figure 3.1: Relations between the different decision classes of the local hier-
archy (the definitions of the various languages can be found in the text).

3.2 Local verification of routing tables

We show how to locally verify the stretch-3 size-Õ(
√
n) routing scheme by Thorup

and Zwick [5]. Our certification mechanism uses certificates of Õ(
√
n) bits at each

node, that is, these certificates have size of the same order of magnitude as the

original routing tables. Hence, verifying the scheme in [5] can be done without



Results 31

modifying the scheme, and without increasing the memory space consumed by

that scheme. We also show that the same holds for the whole hierarchy of routing

schemes proposed in [5] for providing a tradeoff between size and stretch.

The situation appears to be radically different for name-independent routing mech-

anisms. The stretch-3 name-independent routing scheme by Abraham et al. [3]

also uses tables of size Õ(
√
n) bits. However, each table includes references to far

away nodes, whose validity does not appear to be locally verifiable using certifi-

cates of reasonable size. On the other hand, a simplified version of the scheme

in [3] can be verified locally with certificates of size Õ(
√
n) bits, but its stretch be-

comes at least 7. Therefore, we propose a new name-independent routing scheme,

with tables of size Õ(
√
n) bits that can be verified using certificates on Õ(

√
n)

bits as well. This new routing scheme has stretch at most 5, and the stretch can

even be reduced to 3 using handshaking1. The routing scheme of Arias et al. [4]

has also stretch 5, but it does not appear to be locally verifiable with certificates

of reasonable size, and using handshaking does not enable to reduce the stretch.

All our results are summarized in Table 3.1.

name
scheme stretch independent verifiable comment

[5] 3 no yes –
[4] 5 yes ? –
[3] 3 yes ? –

this work 5 yes yes –
this work 3 yes yes handshaking

Table 3.1: Summary of our results compared to previous work. All the listed
routing schemes have space complexity of Õ(

√
n) bits. Our verification algo-

rithms for these schemes use certificates on Õ(
√
n) bits.

1The handshaking mechanism is similar to DNS lookup in TCP/IP. It allows querying
some node(s) for getting additional information about the route to the target.
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What can be verified locally?

In this chapter we present a hierarchy of distributed complexity classes in the

LOCAL model. We show separation results and problems belonging in these

classes. Maybe unexpectedly, we show that the hierarchy collapses at the second

level. Most of these results have appeared in the proceedings of [STACS 2017].

4.1 Context and related work

Several form of “local hierarchies” have been investigated in the literature, with

the objective of understanding the power of local computation, and/or for the pur-

pose of designing verification mechanisms for fault-tolerant computing. In partic-

ular, [11] has investigated the case of distributed graph automata, where the nodes

are finite automata, and the network is anonymous (which are weaker assumptions

than those in our setting), but also assuming an arbitrary global interpretation of

the individual decisions of the nodes (which is a stronger assumption than those

in our setting). It is shown that all levels Σaut
k , k ≥ 0, of the resulting hierarchy

are separated, and that the whole local hierarchy is exactly composed of the MSO

(monadic second order) formulas on graphs.

In the framework of distributed computing, where the computing entities are

Turing machines, proof-labeling schemes (PLS) [19], extended to locally checkable

proofs (LCP) [23], give the ability to certify predicates using certificates that can

take benefits of the node identities. That is, for the same network predicate, and

the same legal network configuration, the distributed proof that this configuration

33
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is legal may be different if the node identities are different. In this context, the

whole hierarchy collapses at the first level, with Σlcp
1 = All. However, this holds

only if the certificates can be as large as Ω(n2) bits. In [10], the class LogLCP [23],

which bounds the certificate to be of size O(log n) bits is extended to a hierarchy

that fits to the CONGEST model. In particular, it is shown that MST stands

at the second level ΠLogLCP

2 of that hierarchy, while there are languages outside the

hierarchy.

In [22], authors introduced the model investigated in this work. In particular,

they defined and characterized the class NLD, which is nothing else than Σloc
1 ,

that is, the class of languages that have a proof-labeling scheme in which the

certificates are not depending on the node identities. It is proved that, while

NLD 6= All, randomization helps a lot, as the randomized version BPNLD of NLD

satisfies BPNLD = All. It is also proved that, with the oracle #nodes providing

each node with the number of nodes in the network, we get NLD#nodes = All.

Interestingly, it was proved [24] that restricting the verification algorithms for

NLD to be identity-oblivious, that is, enforcing that each node decides the same

output for every identity-assignment to the nodes in the network, does not reduce

the ability to verify languages. This is summarized by the equality NLDO = NLD

where the “O” in NLDO stands for identity-oblivious. In contrast, it was recently

proved that restricting the algorithms to be identity-oblivious reduces the ability

to decide languages locally, i.e., LDO ( LD (see [25]).

Very recently, Korhonen and Suomela show in [12] a hierarchy for the congested

clique model, where the graph is fully connected and the bandwidth is limited

on O(log n) bits. In particular, they introduce the notion of nondeterministic

congested clique. They define a class, NCLIQUE(O(1)), that includes all problems

solvable in constant time with nondeterministic algorithms in the congested clique

model. They show that there are decision problems of all complexities in both the

deterministic and nondeterministic context.

Finally, it is worth mentioning that the ability to decide a distributed language

locally has impact on the ability to design construction algorithms [26] for that

language (i.e., computing outputs x such that the configuration (G, x) is legal w.r.t.

the specification of the task). For instance, it is known that if L is locally decidable,

then any randomized local construction algorithm for L can be derandomized [27].

This result has been recently extended [28] to the case of languages that are locally

decidable by a randomized algorithm (i.e., extended from LD to BPLD according to
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the notations in [22]). More generally, the reader is invited to consult [20, 21, 29–

32] for good introductions to local computing, and/or samples of significant results

related to local computing.

4.2 All languages are Πloc

2 decidable

In this section, we show the last equality of Theorem 3.1 stated in Section 3.1,

that is we prove the following proposition.

Proposition 4.1. Πloc
2 = All.

Proof. Let L be a distributed language. We give an explicit Πloc
2 -algorithm for L,

i.e., a local algorithm A such that, for every configuration (G, x), Eq. (2.1) (see

Section 3.1) is satisfied. For this purpose, we describe the distributed certificates c1

and c2. Intuitively, the certificate c1 aims at convincing each node that (G, x) 6∈ L,

while c2 aims at demonstrating the opposite. More precisely, at each node u in a

configuration (G, x), the certificate c1(u) is interpreted as a triple

(M(u), data(u), index(u))

where M(u) is an m×m boolean matrix, data(u) is a linear array with m entries,

and index(u) ∈ {1, . . . ,m}. Informally, c1(u) aims at proving to node u that it

is node labeled index(u) in the m-node graph with adjacency matrix M(u), and

that the whole input data is data(u). We denote by n the number of nodes of the

actual graph G.

For a legal configuration (G, x) ∈ L, given c1, the certificate c2 is then defined as

follows. It is based on the identification of a few specific nodes, that we call wit-

nesses. Intuitively, a witness is a node enabling to demonstrate that the structure

of the configuration (G, x) does not fit with the given certificate c1. Let dist(u, v)

denote the distance between any two nodes u and v in the actual network G, that

is, dist(u, v) equals the number of edges of a shortest path between u and v in G.

A certificate c2(u) is of the form (f(u), σ(u)) where f(u) ∈ {0, . . . , 4} is a flag, and

σ(u) ∈ {0, 1}∗ depends on the value of the flag.
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Case 0. There are two adjacent nodes v 6= v′ such that

(M(v), data(v)) 6= (M(v′), data(v′)),

or there is at least one node v in which c1(v) cannot be read as a triple

(M(v), data(v), index(v)).

Then we set one of these nodes as witness w, and we set, at every node u,

c2(u) = (0, dist(u,w)).

Otherwise, i.e., if the pair (M(u), data(u)) is identical to some pair (M, data) at

every node u:

Case 1. (G, x) is isomorphic to (M, data), preserving the inputs, denoted

by (G, x) ∼ (M, data), and index() represents the isomorphism. Then we

set c2(u) = (1) at every node u.

Case 2. n > m, i.e., |V (G)| is larger than the dimension m of M , or index()

is not injective. Then we set the certificate c2(u) = (2, i, d(u,w), d(u,w′))

where i ∈ {1, . . . ,m}, and w 6= w′ are two distinct nodes of the graph

such that index(w) = index(w′) = i. These two nodes w and w′ are both

witnesses.

Case 3. n < m and index() is injective. Then we set c2(u) = (3, i) where

i ∈ {1, . . . ,m} is such that index(v) 6= i for every node v.

Case 4. n = m and index() is injective, but (G, x) is not isomorphic to

(M, data). Then we set as witness a node w whose neighborhood in (G, x)

does not fit with what it should be according to (M, data), and we set c2(u) =

(4, d(u,w)) for every node u.

The local verification algorithm A then proceeds as follows. First, every node u

checks whether its flag f(u) in c2(u) is identical to all the ones of its neighbors,

and between 0 and 4. If not, then u rejects. Otherwise, u carries on executing the

verification procedure. Its behavior depends on the value of its flag.
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• If f(u) = 0, then u checks that at least one of its neighbors has a distance

to the witness that is smaller than its own distance. A node with distance

0 to the witness checks that there is indeed an inconsistency with its c1

certificate (i.e., its c1 certificate cannot be read as a pair matrix-data, or its

c1 certificate is distinct from the one of its neighbors). Every node accepts

or rejects accordingly.

• If f(u) = 1, then u accepts or rejects according to whether (M(u), data(u)) ∈
L (recall that, by definition, we consider only distributed languages L that

are Turing-decidable).

• If f(u) = 2, then u checks that it has the same index i in its certificate c2

as all its neighbors. If that is not the case, then it rejects. Otherwise, it

checks each of the two distances in its certificate c2 separately, each one as

in the case where f(u) = 0. A node with one of the two distances equal to

0 also checks that its c1 index is equal to the index i in c2. If that is not the

case, or if its two distances are equal to 0, then it rejects. If all the test are

passed, then u accepts.

• If f(u) = 3, then u accepts if and only if it has the same index i in its c2

certificate as all its neighbors, and index(u) 6= i.

• If f(u) = 4, then u checks the distances as in the case where f(u) = 0. A

node with distance 0 also checks that its neighborhood in the actual config-

uration (G, x) is not what it should be according to (M, data). It accepts or

rejects accordingly.

To prove the correctness of this Algorithm A, let us first consider a legal configu-

ration (G, x) ∈ L. We show that the way c2 is defined guarantees that all nodes

accept, because c2 correctly pinpoints inconsistencies in c1, witnessing any attempt

of c1 to certify that the actual configuration is illegal. Indeed, in Case 0, by the

setting of c2, all nodes but the witness accept. Also, the witness itself accepts

because it does witness the inconsistency of the c1 certificate. In Case 1, all nodes

accept because (G, x) ∼ (M, data) and (G, x) ∈ L. In Case 2, by the setting of

c2, all nodes but the witnesses accept, and the witnesses accept too because each

one checks that it is the vertex with index i in M . In Case 3, all nodes accept by

construction of the certificate c2. Finally, in Case 4, by the setting of c2, all nodes

but the witness accept. Also, the witness itself accepts because, as in Case 0,
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it does witness the inconsistency of the c1 certificate. So, in all cases, all nodes

accept, as desired.

We are now left with the case of illegal configurations. Let (G, x) /∈ L be such an

illegal configuration. We set

c1(u) = (M, data, index(u))

where (M, data) ∼ (G, x) and index(u) is the index of node u in the adjacency

matrix M and the array data. We show that, for any certificate c2, at least one

node rejects. Indeed, for all nodes to accept, they need to have the same flag

in c2. This flag cannot be 1 because, if f(u) = 1 then u checks the legality of

(M, data). In all other cases, the distance checking should be passed at all nodes

for them to accept. Thus, the flag is distinct from 0 and 4 because every radius-1

ball in (G, x) fits with its description in (M, data). Also, the flag is distinct from 2

because there are no two distinct nodes with the same index i in the c1 certificate.

Finally, also the flag is distinct from 3, because, by the setting of c1, every index

in {1, . . . , n} appears at some node, and this node would reject. Hence, all cases

lead to contradiction, that is, not all nodes can accept, as desired.

To conclude the section, let us define a simple decision task in Πloc
2 \ NLD. Let

exts, which stands for “exactly two selected” be the following language. We set

(G, x) ∈ exts ⇐⇒
(
∀u ∈ V (G), x(u) ∈ {⊥,>}

)
and

(∣∣{u ∈ V (G) | x(u) = >}
∣∣ = 2

)
.

Proving that exts /∈ NLD is easy using the following characterization of NLD. Let

t ≥ 1. A configuration (G′, x′) is a t-lift of a configuration (G, x) iff there exists

a mapping φ : V (G′)→ V (G) that, for every u ∈ V (G′), induces an isomorphism

between BG(φ(u), t) and BG′(u, t), preserving inputs (i.e., x(φ(u)) = x′(u) for all

u ∈ V (G′)). A distributed language L is closed under lift if there exists t ≥ 1 such

that, for every (G, x), we have (G, x) ∈ L implies (G′, x′) ∈ L for every (G′, x′)

that is a t-lift of (G, x).

Lemma 4.2 ([24]). NLD is the class of distributed languages closed under lift.

Since exts is not closed under lift, it results from Lemma 4.2 that exts /∈ NLD.
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4.3 On the impact of the last universal quantifier

In this section, we prove the part of Theorem 3.1 (stated in Section 3.1) related to

the two classes Πloc
1 and Σloc

2 . These two classes have in common that the universal

quantifier is positioned last. It results that these two classes seem to be limited,

as witnessed by the following two propositions.

Proposition 4.3. Σloc
2 = NLD.

Proof. By Lemma 4.2, it is sufficient to prove that, for any L ∈ Σloc
2 , L is closed

under lift. If L ∈ Σloc
2 then let A be a local algorithm establishing the membership

of L in Σloc
2 . A is satisfying the following. For every (G, x) ∈ L,

∃c1,∀c2,∀id,∀u ∈ V (G),AG,x,c1,c2,id(u) = accept.

Let t be the radius of A, and assume, for the purpose of contradiction, that L is

not closed under lift. There exists (G, x) ∈ L, and a t-lift (G′, x′) of (G, x) with

(G′, x′) /∈ L. Let φ : V (G′)→ V (G) be this t-lift. Note that the t-balls in (G, x) are

identical to the t-balls in (G′, x′) by definition of a t-lift. Let c1 be the distributed

certificate that makes A accept (G, x) at all nodes, for all certificates c2. Let c′1

be the distributed certificate for (G′, x′) defined by c′1(u) = c1(φ(u)). Since, with

certificate c1, A accepts at all nodes of G, for every certificate c2, and for every

identity assignment, it follows that, with certificate c′1, A accepts at all nodes of

G′, for every certificate c′2, and for every identity assignment, contradicting the

correctness of A. Therefore, L is closed under lift. Thus, Σloc
2 ⊆ NLD. Since, by

definition, NLD = Σloc
1 ⊆ Σloc

2 , the result follows.

To show that Πloc
1 6= NLD, we consider the language alts, which stands for “at

least two selected”. (Note that alts is the complement of the language amos

introduced in [22], where amos stands for “at most one selected”). We set

(G, x) ∈ alts ⇐⇒
(
∀u ∈ V (G), x(u) ∈ {⊥,>}

)
and

(∣∣{u ∈ V (G) | x(u) = >}
∣∣ ≥ 2

)
.

To separate NLD and Πloc
1 , we show that alts ∈ NLD \ Πloc

1 .

Proposition 4.4. Πloc
1 ⊂ NLD (the inclusion is strict).

Proof. By Lemma 4.2, to establish Πloc
1 ⊆ NLD, it is sufficient to prove that, for

any L ∈ Πloc
1 , L is closed under lift. The arguments are exactly similar to the
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ones used in the proof of Proposition 4.3 without even the need to lift a first set of

certificates. To show that Πloc
1 6= NLD, we consider the language alts. We have

alts ∈ NLD because alts is closed under lift. However, alts /∈ Πloc
1 . Indeed,

assume that there exists a local algorithm A for alts ∈ Πloc
1 . Then, consider a

cycle Cn where all inputs are ⊥. By assumption, there exists a certificate c1 such

that at least one node v rejects. Now consider the same input instance modified

such that two arbitrary nodes not in the ball of v have > as input. In this case,

every node must accept given any certificate, but v with c1 will reject since it has

the same local view and the same certificate as before.

While Πloc
1 is in NLD, the universal quantifier adds some power compared to LD.

We show that LD 6= Πloc
1 by exhibiting a language in Πloc

1 \ LD. Note that

the existence of this language is not straightforward as it must involve Turing-

computability issues. Indeed, if one does not insist on the fact that the local

algorithm must be a Turing-computable function, then the two classes LD and

Πloc
1 would be identical. For instance, given a t-round algorithm A deciding a lan-

guage L in Πloc
1 , one could define the following mechanism for deciding the same

language in LD. Given a t-ball B centered at u, node u accepts if and only if there

are no certificate assignments to the nodes of B that could lead A to reject at

u. However, this mechanism is not a Turing-computable function. Interestingly,

NLD would still not collapse to LD even if using non Turing-computable decision

mechanisms. To see why, assume that we are given the ability to try all possible

certificates of an NLD algorithm A. The simple decision mechanism at every node

u consisting in rejecting at u as long as A rejects one of the certificates at u,

which works fine for Πloc
1 , does not work for NLD. Indeed, a node that rejects a

configuration for some certificate cannot safely reject because it might be a legal

configuration with an incorrect certificate. We show that, in fact, Πloc
1 \ LD 6= ∅.

Proposition 4.5. LD ⊂ Πloc
1 where the inclusion is strict.

Proof. We describe the distributed language iter, which stands for “iteration”.

Let M be a Turing machine, and let us enumerate lexicographically all the states

of the system tape-machine where M starts its execution on the blank tape, with

the head at the beginning of the tape. We define the function fM : N → N by

fM(0) = 0, fM(1) = 1, and, for i > 1, fM(i) equal to the index of the system

state after one step of M from system state i. We define iter as the collection of
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configurations (G, x) representing two sequences of iterations of a function fM on

different inputs a and b (see Figure 4.1).
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Figure 4.1: An illustration of the distributed language iter

More precisely, let M be a Turing machine, and let a and b be two non-negative

integers. We define the following family of configurations (see Figure 4.1). A

configuration in iter mainly consists of a path P with a special node v, called

the pivot, identified in this path. So P = LvR where L and R are subpaths,

respectively called left path and right path. All nodes of the path are given

the machine M as input, and the pivot v is also given a and b as inputs. The

node of the left path (resp., right path) at distance i from v is given a value

fi,L (resp., fi,R) as input. To be in the language, it is required that, for every i,

fi,L = f
(i)
M (a) and fi,R = f

(i)
M (b), where g(i) denotes the ith iterated of a function g.

Let u` and ur be the two nodes at the extremity of the left path and of the right

path, respectively. The configuration is in the language if and only if the f -values

at both extremities of the path P are 0 or 1, and at least one of them is equal

to 0. That is, the configuration is in the language if and only if:

(
f|L|,L ∈ {0, 1} and f|R|,R ∈ {0, 1}

)
and

(
f|L|,L = 0 or f|R|,R = 0

)
. (4.1)

In fact, for technical reasons, it is also required that both |L| and |R| are powers

of 2. Indeed, on top of L and R are two complete binary trees TL and TR, respec-

tively, with horizontal paths connecting nodes of the same depth in each tree (see

Figure 4.1). The nodes of L and R are the leaves of these two trees. Finally, every

node u of the graph receives as input a pair of labels (`1, `2) ∈ {0, 1, 2}2. The label

`1 is the distance modulo 3 from u to the right-most node (resp., left-most node)

of the path if u is an internal node of TL (resp., TR), and, for nodes in the path

P , `1 is simply the distance modulo 3 from the pivot v. The label `2 is the height

of the node in its tree modulo 3. (The pivot, which belongs to none of the trees,
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has height 0). A configuration (G, x) ∈ iter if and only if (G, x) satisfies all the

above conditions with respect to the given machine M .

In other words, fM is defined so that 1 denotes the rejecting state with any tape

content, and any head position, while 0 denotes the accepting state with any tape

content, and any head position. All the other configurations uniquely identify

the entire tape content, the head position, and the current non halting state. In

essence, when the machine switches from some configuration i > 1 to another

configuration j > 1, we keep track of the tape content and the head position. If

the machine halts, then we discard the tape content as well as the head position,

and we simply set f
(i)
M equal to 0 or 1 accordingly. A configuration is in the

language if the machine terminates on both inputs a and b, and accepts at least

one of these two inputs.

Let us consider a weaker version of iter, denoted by iter− where the condition

of Eq. (4.1) is replaced by just: f|L|,L ∈ {0, 1} and f|R|,R ∈ {0, 1}. Thanks to the

labeling (`1, `2) at each node, which “rigidifies” the structure, we have iter− ∈ LD

using the same arguments as the ones in [25].

Moreover, iter ∈ Πloc
1 . To see why, we describe a local algorithm A using certifi-

cates. The algorithm first checks whether (G, x) ∈ iter−. All nodes, but the pivot

v, decide according to this checking. If the pivot rejected (G, x) ∈ iter−, then it

rejects in A as well. Otherwise, it carries on its decision process by interpreting

its certificate as a non-negative integer k, and accepts in A unless f
(k)
M (a) = 1 and

f
(k)
M (b) = 1.

To show the correctness of A, let (G, x) ∈ iter. We have f|L|,L = 0 or f|R|,R = 0,

i.e., f
(|L|)
M (a) = 0 or f

(|R|)
M (b) = 0. W.l.o.g., assume f

(|L|)
M (a) = 0. If k ≥ |L| then

f
(k)
M (a) = 0 since fM(0) = 0, and thus v accepts. If k < |L| then f

(k)
M (a) 6= 1 since

fM(1) = 1, and thus v accepts. Therefore, all certificates lead to acceptance. Let

us now consider (G, x) /∈ iter. If (G, x) /∈ iter− then at least one node rejects,

independently of the certificate. So, we assume that (G, x) ∈ iter− \ iter. Thus,

f
(|L|)
M (a) = 1 and f

(|R|)
M (b) = 1. The certificate is set to k = max{|L|, |R|}. Let

us assume, w.l.o.g., that k = |L| ≥ |R|. By this setting, we have f
(k)
M (a) = 1.

Moreover, since k ≥ |R|, and since fM(1) = 1, we get that f
(k)
M (b) = 1. Therefore,

A rejects, as desired. Thus, iter ∈ Πloc
1 .

It remains to show that iter /∈ LD. Let us assume, for the purpose of contradic-

tion, that there exists a t-round algorithm A deciding iter. Since iter− ∈ LD,
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this algorithm is able to distinguish an instance with f
(|L|)
M (a) = 1 and f

(|R|)
M (b) = 1

from instances in which f
(|L|)
M (a) 6= 1 or f

(|R|)
M (b) 6= 1. Observe that a node at dis-

tance greater than t from the pivot can gather information related to only one of

the two inputs a and b. Therefore, the distinction between the case f
(|L|)
M (a) = 1

and f
(|R|)
M (b) = 1 and the case f

(|L|)
M (a) 6= 1 or f

(|R|)
M (b) 6= 1 can only be made

by a node at distance at most t from the pivot. Therefore, by simulating A at

all nodes in the ball of radius t around v, with identities between 1 and the size

of the ball of radius 2t around the pivot, a sequential algorithm can determine,

given a Turing machine M , and given a and b, whether there exist ` and r such

that f
(`)
M (a) = f

(r)
M (b) = 1 or not, which is actually Turing undecidable. This

contradiction implies that, indeed, iter /∈ LD.

4.4 Complement classes

Given a class C of distributed languages, the class co-C is composed of all dis-

tributed languages L such that L̄ ∈ C, where L̄ = {(G, x) /∈ L}. For instance,

since Πloc
1 is the class of languages L for which there exists a local algorithm A

such that, for every configuration (G, x),

(G, x) ∈ L ⇒ ∀c,∀id,∀u ∈ V (G),AG,x,c,id(u) accepts;

(G, x) /∈ L ⇒ ∃c,∀id,∃u ∈ V (G),AG,x,c,id(u) rejects;

we get that co-Πloc
1 is the class of languages L for which there exists a local algo-

rithm A such that, for every configuration (G, x),

(G, x) ∈ L ⇒ ∃c,∀id, ∃u ∈ V (G),AG,x,c,id(u) = accepts;

(G, x) /∈ L ⇒ ∀c,∀id, ∀u ∈ V (G),AG,x,c,id(u) = rejects.

Note in particular, that the rejection must now be unanimous, while the acceptance

requires only one node to accept. Let us define the following two languages: each

input to every node belongs to {true, false} = {1, 0}, and a configuration is in

and (resp., in or) if and only if the logical conjunction (resp., disjunction) of the

inputs is true. That is,

and = {(G, x) : ∀u ∈ V (G), x(u) ∈ {true, false}, and
∧
u∈V (G) x(u) = true};

or = {(G, x) : ∀u ∈ V (G), x(u) ∈ {true, false}, and
∨
u∈V (G) x(u) = true}.
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These two languages enable to separate LD from its co-class. Indeed, or /∈ LD as

every node that sees only zeros must accept because there might exist far away

nodes with input 1. Hence, an all-0 instance would be accepted, which is incorrect.

Instead, and ∈ LD: every node accepts if and only if its input is 1. The class

LD∩co-LD is quite restricted. Nevertheless, it contains distributed languages such

as diamk, the class of graphs with diameter at most k, for any fixed k. We have

the following separation.

Proposition 4.6. or ∈ co-LD \ Πloc
1 , and and ∈ LD \ co-Πloc

1 .

Similarly, the languages alts and amos introduced in the proof of Proposition 4.4

enable to separate NLD from its co-class. Indeed, alts = amos, alts is closed

under lift, and amos is not closed under lift. Moreover, consider the language

exts defined at the end of Section 4.2. Both exts and exts are not closed under

lift. So, overall, by Lemma 4.2, we get:

Proposition 4.7. alts ∈ NLD \ co-NLD, amos ∈ co-NLD \ NLD, and exts /∈
NLD ∪ co-NLD.

More interesting is the position of the Πloc
1 w.r.t. NLD and co-NLD:

Proposition 4.8. Πloc
1 ∪ co-Πloc

1 ⊂ NLD ∩ co-NLD, where the inclusion is strict.

Proof. From Proposition 4.4, we know that Πloc
1 ⊂ NLD. We prove that co-Πloc

1 ⊂
NLD. Let L ∈ co-Πloc

1 , and let A be a t-round algorithm deciding L. Let (G, x) ∈
L, and let c be a certificate such that A accepts at some node. Let (G′, x′) be a

t-lift of (G, x), and lift c into c′ accordingly. Then A also accepts (G′, x′), which

implies that L is closed under t-lift, and thus, by Lemma 4.2, L ∈ NLD. Therefore

Πloc
1 ∪ co-Πloc

1 ⊆ NLD ∩ co-NLD. To prove that the inclusion is strict, we consider

the language tree = {(G, x) : G is a tree}. We have tree ∈ NLD since a tree

cannot be lifted. We also have tree ∈ co-NLD since a tree cannot result from a

lift. (By Lemma 4.2, co-NLD is the class of languages L closed down under lift,

i.e., if (G, x) ∈ L is the lift of a configuration (G′, x′), then we have (G′, x′) ∈ L).

Indeed, notice that to be lifted, or be the result of a lift, a graph must contain

cycles. To see why tree /∈ Πloc
1 , consider a path and a cycle. If tree could be

decided in Πloc
1 , then the center nodes of the path must accept for all certificates

and for any identity-assignment. Hence, all degree-2 nodes that see only degree-2

nodes in their neighborhoods accept, for all certificates. As a consequence, the



What can be verified locally? 45

cycle will be incorrectly accepted for all certificates. Somewhat similarly, if tree

could be decided in co-Πloc
1 , say in t-rounds, then it would mean that, in a path, the

node(s) that accept(s) (with the appropriate certificate) can only be at distance

at most t from an extremity of the path. Indeed, otherwise, one could close the

path and create a cycle that will still be accepted. So, by gluing two paths P

and P ′ of length at least 2t to two antipodal nodes of a cycle C, and by giving to

the nodes of P and P ′ the certificates that lead each of them to be accepted, this

graph would be incorrectly accepted.

4.5 Complete problems

In this section, we prove Theorem 3.2, stated in Section 3.1, that says that NLD and

Πloc
2 have complete distributed languages under local label-preserving reductions.

Let G be a connected graph, and U be a set (typically, U = {0, 1}∗). Let e :

V (G) → U , and let S : V (G) → 22U . That is, e assigns an element e(u) ∈ U to

every node u ∈ V (G), and S assigns a collection of sets S(u) = {S1(u), . . . , Sku(u)}
to every node u ∈ V (G), with ku ≥ 1 and Si : V (G)→ 2U for every i ≥ 1. We say

that S covers e if and only if there exists u ∈ V (G), and there exists i ∈ {1, . . . , ku},
such that Si(u) = {e(v) | v ∈ V (G)}. In [22], authors defined the language

cover = {(G, x) : ∀u ∈ V (G), x(u) = (S(u), e(u)) such that S covers e}

and proved that cover is the “most difficult decision task”, in the sense that

every distributed language can be locally reduced to cover. However cover is

closed under lift as lifting does not create new elements and preserves the sets.

Therefore, by Lemma 4.2, cover ∈ NLD. This is in contradiction with the claim

in [22] regarding the hardness of cover. The reason for this contradiction is that

the local reduction used in [22] for reducing any language to cover is too strong.

Indeed, it transforms a configuration (G, x) into a configuration (G, x′) where the

certificates used for proving x′ may depend on the identities of the nodes in G.

This is in contradiction with the definitions of the classes Σloc
k and Πloc

k , k ≥ 0,

for which the certificates must be independent of the identity assignment. In

fact, we show in the following that there exists a local verification algorithm for

cover using certificates of size quasi linear in n whenever the ground set U is of

polynomial size.
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Proposition 4.9. Let U be the ground set of cover. Then cover has a local

decision algorithm for NLD, using certificates of size O(n(log n+ log |U |)) bits.

Proof. Given (G, x) ∈ cover, where G is an n-node graph, the prover assigns the

following certificates to the nodes. For any u ∈ V (G), we have

c(u) = (d0, (d1, e1), (d2, e2), . . . , (dn, en)),

where, for every i ∈ {0, . . . , n}, di is a non-negative integer, and, for every i ∈
{1, . . . , n}, ei ∈ U . This certificate is on O(n(log n + log |U |)) bits. The di’s

measure distances: d0 is the distance from u to the node v which has a set Si(v)

covering e, and, for every i ∈ {1, . . . , n}, di is the distance from u to a node u′

with e(u′) = ei.

The verifier acts as follows, in just one communication round. Every node u checks

that it has the same number of distance entries in its certificate as all its neighbors,

and that the ith elements coincide between neighbors, for every i = 1, . . . , n. Next,

it checks that one and only one of its distances di with i ∈ {1, . . . , n} is null, and

that e(u) = ei. Next, if d0 = 0, it checks that it has a set Sj(u) = {ei | i = 1, . . . , n}.
Finally, it checks that the distances are consistent, that is, for every i such that

di 6= 0, it checks that it has at least one neighbor whose ith distance is smaller

than di. If all tests are passed, then u accepts, otherwise it rejects.

By construction, if (G, x) ∈ cover then all nodes accept. Conversely, let us

assume that all nodes accept. Since the distances are decreasing, for each element

ei there must exist at least one node u such that x(u) = ei. Conversely, every node

has its element appearing in the certificate (because it must have one distance equal

to 0). Finally, since the distance d0 is decreasing, there must exist at least one node

u that has a set Sj(u) = {ei | i = 1, . . . , n}. This implies that (G, x) ∈ cover.

In this section, we show that completeness results can be obtained using a more

constrained notion of reduction which preserves the membership to the classes.

Recall from [22] that a local reduction of L to L′ is a local algorithm R which

maps any configuration (G, x) to a configuration (G, y), where y = R(G, x, id)

may depend on the identity assignment id, such that: (G, x) ∈ L if and only if, for

every identity assignment id to the nodes of G, (G, y) ∈ L′ where y = R(G, x, id).

Ideally, we would like R to be identity-oblivious, that is, such that the output

of each node does not depend on the identity assignment, but this appears to
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be too restrictive. So, instead, we use a concept somewhat intermediate between

identity-oblivious reduction and the unconstraint reduction in [22].

Definition 4.10. Let C be a class of distributed languages, and let L and L′ be

two distributed languages. Let A be a C-algorithm deciding L′, and let R be a local

reduction of L to L′. We say that (R,A) is label-preserving for (L,L′) if and only

if, for any configuration (G, x), the existential certificates used by the prover in A
for (G, y) where y = R(G, x, id) are the same for all identity assignments id to G.

The following result shows that the notion of reduction in Definition 4.10 preserves

the classes of distributed languages.

Lemma 4.11. Let C be a class of distributed languages. Let L and L′ be two dis-

tributed languages with L′ ∈ C, and let (R,A) be a label-preserving local reduction

for (L,L′). Then L ∈ C.

Proof. We describe a local algorithm B for deciding L in C. In essence, B = A◦R.

More precisely, let (G, x) be a configuration, with an arbitrary identity assignment

id, and let y = R(G, x, id). Let c be a certificate assigned by the prover in A for

configuration (G, y). (Note that this certificate may depend on some previously

set certificates, as in, e.g., Πloc
1 ). The certificate assigned by the prover in B for

configuration (G, x) is c. The algorithm B then proceeds as follows. Given (G, x),

it computes (G, y) using R, and then applies A on (G, y) using the certificates

constructed by the prover in B. Algorithm B then outputs the decision taken by

A. Since R preserves the membership to the languages, and since the certificates

assigned by the prover in A for configurations resulting from the application of

R are independent of the identity assignment, the certificates chosen under the

identity assignment id are also appropriate for any other identity assignment id′.

This guarantees the correctness of B, and thus L ∈ C.

We now exhibit a language that is among the hardest decision tasks, under local

label-preserving reductions. In the following decision task, every node u of a

configuration (G, x) is given a family F(u) of configurations, each described by an

adjacency matrix representing a graph, and a 1-dimensional array representing the

inputs to the nodes of that graph. In addition, every node u has an input string

x′(u) ∈ {0, 1}∗. Hence, (G, x′) is also a configuration. The actual configuration
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(G, x) is legal if (G, x′) is missing in all families F(u) for every u ∈ V (G), i.e.,

(G, x′) /∈ F where F = ∪u∈V (G)F(u). In short, we consider the language

miss = {(G, x) : ∀u ∈ V (G), x(u) = (F(u), x′(u)) and (G, x′) /∈ F}.

We show that miss is among the hardest decision problems, under local label-

preserving reductions. Note that miss /∈ NLD (it is not closed under lift: it may

be the case that (G, x′) /∈ F but a lift of (G, x′) is in F).

Proposition 4.12. miss is Πloc
2 -complete under local label-preserving reductions.

Proof. Let L be a distributed language. We describe a local label-preserving re-

duction (R,A) for (L,miss) with respect to Πloc
2 .

In essence, the local algorithm A for deciding miss in Πloc
2 is the generic algorithm

described in the proof of Proposition 4.1. Recall that, in this generic algorithm,

on a legal configuration (G, x), the existential c2 certificate in A is pointing to an

inconsistency in the given c1 certificate which is supposed to describe the configu-

ration (G, x). And, on an illegal configuration (G, x), the existential c1 certificate

in A does provide an accurate description of the configuration (G, x). For the

purpose of label-preservation, we slightly modify the generic algorithm for miss.

Instead of viewing c1 as a description of the configuration (G, x), the algorithm

views it as a description of (G, x′) where, at each node u, x′(u) is the second item

in x(u) (the first item is the family F(u)). The algorithm is then exactly the same

as the generic algorithm with the only modification that the test when the flag

f(u) = 1 is not regarding whether (G, x′) ∈ miss, but whether (G, x′) /∈ F(u).

On a legal configuration, all nodes accept. On an illegal instance, a node with

(G, x′) ∈ F(u) rejects.

The reduction R from L to miss proceeds as follows, in a way similar to the

one in [22]. A node u with identity id(u) and input x(u) computes its width

ω(u) = 2|id(u)|+|x(u)| where |s| denotes the length of a bit-string s. Then u generates

all configurations (H, y) /∈ L such that H has at most ω(u) nodes and y(v) has

value at most ω(u), for every node v of H. It places all these configurations in

F(u). The input x′(u) is simply x′(u) = x(u). If (G, x) ∈ L, then (G, x) /∈ F
since only illegal instances are in F , and thus (G,R(G, x)) ∈ miss. Conversely,

if (G, x) /∈ L, then (G,R(G, x)) /∈ miss. Indeed, there exists at least one node

u with identity id(u) ≥ n, which guarantees that u generates the graph G. If no
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other node u′ has width ω(u′) > n then u generates (G, x) ∈ F(u). If there exists

a node u′ with ω(u′) > n then u′ generates (G, x) ∈ F(u′). In each case, we have

(G, x) ∈ F , and thus (G,R(G, x)) /∈ miss.

It remains to show that the existential certificate used in A for all configurations

(G,R(G, x)) are the same for any given (G, x), independently of the identity as-

signment to G used to perform the reduction R. This directly follows from the

nature of A since the certificates do not depend on the families F(u)’s but only

on the bit strings x′(u)’s.

The following language is defined as miss by replacing F by the closure under lift

F↑ of F . That is, F↑ is composed of F and all the lifts of the configurations in F .

miss↑ = {(G, x) : ∀u ∈ V (G), x(u) = (F(u), x′(u)) and (G, x′) /∈ F↑}

We show that miss↑ is among the hardest decision tasks in NLD.

Proposition 4.13. miss↑ is NLD-complete (and miss↑ is co-NLD-complete) under

label-preserving reduction.

Proof. We do have miss↑ ∈ NLD because miss↑ is closed under lift. Let L ∈ NLD.

The reduction R from L to miss↑ is the same as the one in the proof of Proposi-

tion 4.12. We describe a local algorithm for deciding miss↑ in NLD which is label-

preserving with respect to R. The certificate c(u) is a description of (G, x′) of

the form (M(u), data(u), index(u)) as certificate c1 in the proof of Proposition 4.1.

This guarantees label-preservation with respect to R. For the verification part,

each node u checks whether (M(u), data(u), index(u)) fits with its local neighbor-

hood. If no, it rejects. Otherwise, it checks whether (M(u), data(u)) /∈ F(u)↑,

accepts if yes, and rejects otherwise. On a legal configuration (G, x) ∈ miss↑,

with the correct certificate c = (G, x′), all nodes accept. On an illegal configu-

ration (G, x) /∈ miss↑, there are two cases. If (M(u), data(u)) is neither (G, x′)

nor a lift of (G, x′), then some node will detect an inconsistency, and reject. If

(M(u), data(u)) is an accurate description of (G, x′) or of a lift of (G, x′), then

some node will detect that (M(u), data(u)) ∈ F↑(u), and therefore will reject.
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4.6 Local hierarchies with bounded certificates

In this work, the certificates given to the nodes are oblivious to the identities

given to these nodes. Giving the ability to potentially assign different certificates

for different identity assignments results in a stronger model, introduced in [19]

and extended in [23] under the terminology of locally checkable proofs, abbreviated

as LCP. We can then define Σlcp
0 = Πlcp

0 = LD, and LCP = Σlcp
1 , i.e., the equivalent

of NLD = Σloc
1 but where the certificates can depend on the identity assignment to

the nodes. We have Σloc
1 ⊂ Σlcp

1 because it is known that LCP = All [19, 23], while

NLD contains only languages that are closed under lift. In other words, while

the local hierarchy collapses at the second level Πloc
2 if certificates are oblivious

to the identities given to the nodes, the local hierarchy collapses at the first level

Σlcp
1 when the certificates can be function of the identities given to the nodes.

However, in both cases, such collapses hold under the condition of using very large

certificates, of size Ω(poly(n)) bits. Therefore, the local hierarchy (Σlcp
k ,Π

lcp
k )k≥0

was reconsidered in [10] under the constraint of having certificates with logarithmic

size, motivated by applications to the so-called CONGEST model of distributed

network computing, yielding the hierarchy (ΣLogLCP

k ,ΠLogLCP

k )k≥0. In this section, we

study the same hierarchy, but assuming that the O(log n)-bit certificates given to

the nodes cannot depend on the identities given to the nodes, but solely on the

given labeled graph. That is, we study the hierarchy

(Σlog-local
k ,Πlog-local

k )k≥0,

which is defined as (Σloc
k ,Π

loc
k )k≥0 but where certificates are bounded to be on

O(log n) bits, where the constant hidden in the big-O notation depends only on

the considered language.

We show that Σlog-local
k = Σloc

k beyond the second level, and Πlog-local
k = Πloc

k beyond

the first level. That is, there are no advantages of using certificates depending on

the node identities at level

• three or more for Σ classes;

• two or more for Π classes.

This is established by combining a couple of results. First, we have the following:
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Lemma 4.14. For every k ≥ 1, Πlog-local
2k = ΠLogLCP

2k .

Proof. By definition, Πlog-local
2k ⊆ ΠLogLCP

2k , so we just need to establish the reverse

inclusion. The idea is to interpret the O(log n) bits of the first universal certificate

as names assigned to nodes, and then to allow the other certificates to refer to

these names.

Let k ≥ 1, and let L ∈ ΠLogLCP

2k . We show that L ∈ Πlog-local
2k . For this purpose, let

A be an algorithm deciding L in ΠLogLCP

2k , that is, A satisfies the following:

(G, x) ∈ L ⇒ ∀id ∀c1 ∃c2 . . . ∀c2k−1 ∃c2k ∀v ∈ V, AG,x,c1,...,c2k,id(v) = accept;

(G, x) /∈ L ⇒ ∀id ∃c1 ∀c2 . . . ∃c2k−1 ∀c2k ∃v ∈ V, AG,x,c1,...,c2k,id(v) = reject.

To show that L ∈ Πlog-local
2k , we design an algorithm B satisfying the following:

(G, x) ∈ L ⇒ ∀c1 ∃c2 . . . ∀c2k−1 ∃c2k ∀id ∀v ∈ V, BG,x,c1,...,c2k,id(v) = accept;

(G, x) /∈ L ⇒ ∃c1 ∀c2 . . . ∃c2k−1 ∀c2k ∀id ∃v ∈ V, BG,x,c1,...,c2k,id(v) = reject.

To design an algorithm B deciding L in Πlog-local
2k , the first certificate c1(v) is in-

terpreted at each node v as a name in some polynomial range, and, for every

i = 1, . . . , k, we set the certificate function c2i as it would be set in ΠLogLCP

2k if the

nodes were given identities equal to the names provided by c1, and ignoring the

true identities. More specifically, the first min{dlog2 ne, |c1(v)|} bits of c1(v) are

interpreted by B as the name of node v. (For the sake of simplicity, we assume

here that n is known to every node — If this is not the case, then the leading 1s

of c1(v) are interpreted as the unary representation of dlog2 ne). The remaining

min{dlog2 ne, |c1(v)|} − |c1(v)| bits of c1(v) form a binary string c′1(v). Hence, c1

is viewed by B as

c1(v) = (name(v), c′1(v))

at every node v. For an instance (G, x) in L, the existential certificate c2(v) is

then forged for B as follows:

c1(v) = (name(v), c′1(v))
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at every node v. For an instance (G, x) in L, the existential certificate c2(v) is

then forged for B as follows:

c2(v) =



(0, c′2(v)) if there exist two nodes with identical names, where c′2

is a distributed proof of existence for these two nodes;

(1, c′2(v)) otherwise, where c′2 is the certificate function for A
given for (G, x) with certificate function c′1, and the

names assigned to nodes by c1.

The distributed proof of existence for two nodes with identical names may just

be composed of two spanning trees rooted at these two nodes, as in the proof of

Proposition 4.1. For every i = 2, . . . , k, we set the existential certificate for B as

c2i(v) =



(0,⊥) if there exist two nodes with identical names,

where ⊥ represents the empty string;

(1, c′2i(v)) otherwise, where c′2i is the certificate function for A
given for (G, x) with certificate functions c′1, . . . , c

′
2i−1,

and the names assigned to nodes by c1.

Algorithm B proceeds as A but with the following modifications. First, every

node checks that all its certificates with even indices share the same first bit, and

that this bit is the same as the one of the certificates with even indices of all its

neighbors. If this is not the case at a node v, then v rejects. A node v that passes

this test carries on as follows:

• If the first bit of the certificates with even indices is 0, then v checks that c′2

correctly proves the existence of two nodes with same name (as it is done in

the proof of Proposition 4.1).

• If the first bit of the certificates with even indices is 1, then v applies A but

using names instead of identities, and using certificates

c′1, c
′
2, c3, c

′
4, c5, c

′
6, . . . , c2k−1, c

′
2k.

We now prove the correctness of B. Let us first consider an instance (G, x) ∈ L.

If c1 assigns the same name to two different nodes, then this will be detected by

B using c′2, leading all nodes to accept. If c1 assigns distinct names to the nodes,



What can be verified locally? 53

then B also accepts since A accepts (G, x) with certificates

c′1, c
′
2, c3, c

′
4, c5, c

′
6, . . . , c2k−1, c

′
2k

as long as the names assigned to the nodes by c1 are interpreted as their identities.

In case of an instance (G, x) /∈ L, we have that

∀id ∃c1 ∀c2 . . . ∃c2k−1 ∀c2k ∃v ∈ V, AG,x,c1,...,c2k,id(v) = reject.

Let ĉ1 be the certificate function which assigns certificate ĉ1(v) = (f(v), c1(v)) to

every node v, where f provides each node v with a distinct dlog2 ne-bit name.

Then, for i = 2, . . . , k, let ĉ2i−1 = (1, c2i−1). By construction, we get that

∀id ∃v ∈ V, BG,x,ĉ1,c2,ĉ3,c4,...,ĉ2k−1,c2k,id(v) = reject,

as desired.

Lemma 4.15. For every k ≥ 1, Σlog-local
2k+1 = ΣLogLCP

2k+1 .

Proof. Since Σlog-local
2k+1 ⊆ ΣLogLCP

2k+1 , we just need to establish the reverse inclusion.

The idea of this proof is the same as for Πlog-local
2k versus ΠLogLCP

2k in the proof of

Lemma 4.14. Let L ∈ ΣLogLCP

2k . We show that L ∈ Σlog-local
2k . Let A be an algorithm

deciding L in ΣLogLCP

2k , i.e., satisfying the following:

(G, x) ∈ L ⇒ ∀id ∃c1 ∀c2 . . . ∃c2k−1 ∀c2k ∀v ∈ V, AG,x,c1,...,c2k,id(v) = accept;

(G, x) /∈ L ⇒ ∀id ∀c1 ∃c2 . . . ∀c2k−1 ∃c2k ∃v ∈ V, AG,x,c1,...,c2k,id(v) = reject.

We design an algorithm B deciding L in Σlog-local
2k , i.e., satisfying the following:

(G, x) ∈ L ⇒ ∃c1 ∀c2 . . . ∃c2k−1 ∀c2k ∀id ∀v ∈ V, BG,x,c1,...,c2k,id(v) = accept;

(G, x) /∈ L ⇒ ∀c1 ∃c2 . . . ∀c2k−1 ∃c2k ∀id ∃v ∈ V, BG,x,c1,...,c2k,id(v) = reject.

For this purpose, let (G, x) in L, and let f : V → {0, . . . , n − 1} be a one-to-one

function assigning names to nodes. Assuming that id(v) = f(v) for every node

v ∈ V , let c1, c2, . . . , c2k be a sequence of certificate function leading A to accept

(G, x). We set the first existential certificate function ĉ1 for B as the function

which assigns certificate

ĉ1(v) = (f(v), c1(v))
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to every node v. The second certificate c2(v) is interpreted by B as a pair (b, c′2(v))

where

c2(v) = (0, c′2(v)) ⇒ there exist two nodes with identical names, and c′2

is a distributed proof of existence for these two nodes;

c2(v) = (1, c′2(v)) ⇒ all nodes have distinct names.

Now, the second existential certificate ĉ3(v) is set for B as follows:

ĉ3(v) =


(0, c′3(v)) if c2(v) = (0, c′2(v)) but all names are different,

where c′3 is a distributed proof that c′2 is erroneous;

(1, c3(v)) otherwise.

The distributed proof c′3 that c′2 is erroneous consists of a spanning tree pointing

at the error, as it is done in the proof of Proposition 4.1, using O(log n)-bit cer-

tificates. For every i = 3, . . . , k, we set the remaining existential certificates for B
(if any) as

ĉ2i−1(v) =


(0,⊥) if there exist two nodes with identical names,

where ⊥ represents the empty string;

(1, c2i−1(v)) otherwise.

Algorithm B proceeds as A but with the following modifications. First, every node

checks that all its certificates ĉi with odd indices i ≥ 3 share the same first bit,

and that this bit is the same as the one of the certificates with odd indices i ≥ 3

of all its neighbors. If this is not the case at a node v, then v rejects. A node v

that passes this test carries on as follows:

• If the first bit of the certificates with odd indices i ≥ 3 is 0, then v checks

that c′3 correctly proves that there are some inconsistencies in the distributed

proof c′2 (as it is done in the proof of Proposition 4.1).

• If the first bit of the certificates with odd indices i ≥ 3 is 1, then v applies

A but using names instead of identities, and using certificates c1, . . . , c2k.

We now prove the correctness of B. Let us first consider an instance (G, x) ∈ L.

If c2 claims for the existence of different names with an erroneous proof, then this

will be detected by B using c′3, leading all nodes to accept. If c2 agrees with the

fact that all names are different, then B also accepts since A accepts (G, x) with
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certificates c1, c2, . . . , c2k as long as the names assigned to the nodes by ĉ1 are

interpreted as their identities.

In case of an instance (G, x) /∈ L, we have that

∀id ∀c1 ∃c2 . . . ∀c2k−1 ∃c2k ∃v ∈ V, AG,x,c1,...,c2k,id(v) = reject.

For certificate functions c1 which are not assigning distinct names to the nodes,

c2 is set as c2 = (0, c′2) where c′2 proves that there are nodes with identical names.

If c′3 aims at proving that the second certificates are incorrect, then some node

will detect some inconsistencies, and reject, as desired. Otherwise, the nodes will

apply A, leading them to reject. For certificate functions c1 which are assigning

distinct names to the nodes, the second certificate is set as ĉ2 = (1, c2). If the

third certificate function is inconsistent with this setting, then at least one node

will reject. Finally, if c3 is consistent with the setting of the second certificate,

then some node will reject, since A rejects. This completes the proof.

It was proved in [10] that, for every k ≥ 1, we have ΣLogLCP

2k = ΣLogLCP

2k−1 , and ΠLogLCP

2k+1 =

ΠLogLCP

2k , that is, the last universal quantifier plays no role (whenever preceded by

an existential quantifier). Thanks to this result, and to the previous two lemmas,

we can show the following.

Lemma 4.16. For every k ≥ 1, we have Σlog-local
2k = Σlog-local

2k−1 , and Πlog-local
2k+1 =

Πlog-local
2k .

Proof. Let k ≥ 1. We have

Πlog-local
2k+1 ⊇ Πlog-local

2k = ΠLogLCP

2k = ΠLogLCP

2k+1 ⊇ Πlog-local
2k+1

where the first equality follows from Lemma 4.14, and the second equality follows

from [10]. Similarly, we have

Σlog-local
2k+2 ⊇ Σlog-local

2k+1 = ΣLogLCP

2k+1 = ΣLogLCP

2k+2 ⊇ Σlog-local
2k+2

where the first equality follows from Lemma 4.15, and the second equality follows

from [10].

Combining all the results in the previous lemmas, we establish Theorem 3.3.
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Proposition 4.17. For every k ≥ 3, Σlog-local
k = ΣLogLCP

k , and for every k ≥ 2

Πlog-local
k = ΠLogLCP

k .

Regarding the first levels of the hierarchy, we have that Σlog-local
1 ⊆ ΣLogLCP

1 by

definition. In fact, the inclusion is strict. Indeed, there are languages in ΣLogLCP

1

that are not in Σlog-local
1 . This is for instance the case of spanning tree, which is not

in Σlog-local
1 because it is not closed under lift, while it is in ΣLogLCP

1 (see, e.g., [19]).

The status of Πlog-local
1 versus ΠLogLCP

1 is not clear. We have LD ⊂ Πlog-local
1 ⊂ Σlog-local

1

with strict inclusions because Propositions 4.4 and 4.5 can be adapted to apply for

certificates of logarithmic size (in particular, note that alts ∈ Σlog-local
1 \Πlog-local

1 ).

Nevertheless, it is not clear whether or not there are languages in ΠLogLCP

1 but not

in Πlog-local
1 .

Also, the status of Σlog-local
2 versus Σlog-local

1 is not clear, neither is clear the status of

Σlog-local
2 versus ΣLogLCP

2 = ΣLogLCP

1 . Using the same arguments as in Proposition 4.3,

we can state that both Σlog-local
1 and Σlog-local

2 are closed under lift. However, this

fact alone is not sufficient to conclude that Σlog-local
2 = Σlog-local

1 as the latter class

does not necessarily include all languages that are closed under lift. We know that

Σlog-local
1 ⊂ ΣLogLCP

1 = ΣLogLCP

2 (because spanning tree is not closed under lift, while it

belongs to ΣLogLCP

1 ) but it is not clear where Σlog-local
2 stands between Σlog-local

1 and

ΣLogLCP

1 = ΣLogLCP

2 .



Chapter 5

Certification of compact

low-stretch routing schemes

This chapter presents a mechanism able to verify the correctness of the routing

tables stored at each entity. We show how to verify existing name-dependent

routing schemes and we point out the difficulties of certifying existing name-

independent routing mechanisms. Therefore, we present a new name-independent

routing scheme and show how to verify it. Most of these results have been pub-

lished in the proceedings of [DISC 2017].

5.1 Context and related work

The design of compact routing tables, and the explicit identification of tradeoffs

between the table size and the routes length was initiated thirty years ago, with

the seminal work in [18] and [17]. Since then, a large amount of papers were

published on this topic, aiming at refining these tradeoffs, and at improving differ-

ent aspects of the routing schemes, including routing in specific classes of graphs

(see [33, 34]). In particular, routing schemes were designed for trees in [5, 15], with

space complexity O(log2 n/ log log n) bits1. This space complexity was shown to

be optimal in [35].

1The space complexity can be reduced to O(log n) if the designer of the routing scheme
is also allowed to assign the port numbers to the nodes.

57
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It was proved [36] that, in n-node networks, any shortest path routing scheme

requires tables of size Ω̃(n) bits. The aforementioned routing scheme in [5] with

stretch 3 and space complexity Õ(
√
n) bits was shown to be optimal in [16], in the

following sense: no routing scheme with space complexity o(n) bits can achieve a

stretch s < 3, and, assuming the correctness of a conjecture by Erdős regarding

a tradeoff between girth and edge density in graphs, every routing scheme with

stretch s < 5 has space complexity Ω(
√
n) bits. On the positive side, [5] tightens

the size-stretch tradeoff of [17] by showing that, for every k ≥ 2, there exists

a routing scheme with stretch 4k − 5 and space complexity Õ(n1/k) bits. (The

stretch can be reduced to 2k − 1 using handshaking). Recently, [37] showed that,

for k ≥ 4, a stretch s = α k with α < 4 can be achieved using routing tables of

size Õ(n1/k).

The distinction between name-independent routing schemes, and routing schemes

assigning specific names to the nodes was first made in [14], where they show

a family of name-independent routing schemes of stretch O(k2 · 3k) (for every

k ≥ 1) and size of O(kn2/k log n) bits per node. Then, [38] presented techniques

for designing name-independent routing schemes with constant stretch and space

complexity o(n) bits. More precisely, for every k ≥ 1, they show a family of

name-independent routing schemes of stretch O(k2), using O(kn1/k log n logD)

bits of memory per node, where D is the diameter of the graph. Almost 15 years

after, [4] improved these results by describing a name-independent routing scheme

with stretch 5 and space complexity Õ(
√
n) bits. This was further improved in [3]

thanks to a name-independent routing scheme with stretch 3 and space complexity

Õ(
√
n) bits. A couple of years later, [13] improved the tradeoff between stretch

and space complexity for name-independent routing schemes. Specifically, [13]

showed that, for any k ≥ 1, there exists a name-independent routing scheme with

space complexity Õ(n1/k) bits and stretch O(k).

The certification mechanism used in this work is based on the notion of proof-

labeling scheme introduced in [19] in which an oracle, called prover, assigns cer-

tificates to the nodes, and a distributed algorithm, called verifier, checks that this

certificates collectively form a proof that the global state of the network is legal

with respect to a given boolean network predicate. Proof-labeling schemes have

been widely used in literature. For example, [39] uses them to verify spanning trees

in networks. This result has been extended in [40], where proof-labeling schemes

are used to verify spanning trees in evolving networks that are evolving with time.
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Variants of proof-labeling schemes have been considered in, e.g., [22, 41], and [42].

More generally, see [43] for a survey of distributed decision.

5.2 Name-dependent routing scheme

In this section, we show how to verify the stretch-3 routing scheme by Thorup and

Zwick in [5]. This scheme uses tables of Õ(
√
n) bits of memory at each node. We

show the following:

Theorem 5.1. The stretch-3 routing scheme by Thorup and Zwick in [5] can be

locally verified using certificates of size Õ(
√
n) bits.

Before proving the theorem, we first recall the general structure of the routing

scheme in [5].

5.2.1 The routing scheme

The routing scheme assigns names and tables to the nodes of every G = (V,E) as

follows.

Landmarks, Bunch and Clusters. The routing scheme in [5] uses the notion

of landmarks (a.k.a. centers in the “older” terminology of [5]). These landmarks

form a subset L ⊆ V of nodes. For v ∈ V , let lv denote the landmark closest to

v in G. For every v ∈ V , the bunch of v with respect to the set L is defined as

follows.

bunch(v) = {u ∈ V | δ(v, u) < δ(lv, v)}.

An example of a bunch is shown in Figure 5.1. In this example, δ(v, lv) = 30, and

thus, for every u ∈ bunch(v), we have δ(v, u) < 30. Note that, for every l ∈ L,

bunch(l) = ∅, because each landmark is at distance 0 from its nearest landmark,

which is itself.

The routing scheme in [5] also uses the notion of cluster. For every node v ∈ V ,

C(v) = {u ∈ V | δ(v, u) < δ(lu, u)}.
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Figure 5.1: An example of the set bunch(v).

As a consequence, for every u, v ∈ V , we have

u ∈ C(v) ⇐⇒ v ∈ bunch(u).

Note that since, for every v ∈ V , and every l ∈ L, we have l /∈ bunch(v), it follows

that C(l) = ∅ for every l ∈ L. By construction of the bunches and the clusters, it

also holds that, for every v ∈ V , C(v) ∩ L = ∅. Also, clusters satisfy the following

property.

Lemma 5.2. If u ∈ C(v) then, for every node w on a shortest path between u

and v, we have u ∈ C(w)

Proof. Since u ∈ C(v), we have v ∈ bunch(u). Let w be a node on a shortest

path between v and u. It holds that δ(w, u) < δ(v, u). Since v ∈ bunch(u) and

δ(w, u) < δ(v, u), we get w ∈ bunch(u), and thus u ∈ C(w).

In [5], the landmarks are chosen by an algorithm that samples them uniformly at

random in V until the following holds: for every node v, |C(v)| < 4
√
n. It is proved

that this algorithm returns, w.h.p., a set of landmarks of size at most 2 log(n)
√
n.

Names and tables. For every two nodes v and t, let

next(v, t)
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be the port number of an edge incident to v on a shortest path between v and t.

Each node t ∈ V is assigned a 3dlog(n)e-bit name2 as follows:

name(t) = (t, lt, next(lt, t)).

Each node v ∈ V then stores the following information in its routing table, table(v):

• the identities of all the landmarks l ∈ L;

• the identities of all nodes t ∈ C(v);

• the set {next(v, t) | t ∈ L ∪ C(v)}.

All these information can be stored using Õ(
√
n) bits.

Routing. Note that, by Lemma 5.2, any message from a node v to a node

in C(v) reaches its target along a shortest path. The same holds for landmarks

since every node is given information about how to reach every landmark. In

general, let us assume that v wants to send a message to some node t with label

(t, lt, next(lt, t)) that is neither a landmark nor belongs to C(v). In this case, v

extracts the landmark lt nearest to t from t’s name (note here the impact of

allowing the scheme to assign specific names to nodes), and forwards the message

through the port on a shortest path towards lt using the information v has in

its table. Upon reception of the message, lt forwards the message towards t on a

shortest path using next(lt, t) (this information can also be extracted from the name

of t), to reach a node z ∈ bunch(t). At last, since z ∈ bunch(t), we have t ∈ C(z),

which means that z can route to t via a shortest path using the information

available in its table. By Lemma 5.2, this also holds for every node along a

shortest path between z and t. Using symmetry, and triangle inequality, [5] shows

that this routing scheme guarantees stretch 3.

5.2.2 Proof of Theorem 5.1

In order to enable local verification of the stretch-3 routing scheme in [5], a cer-

tificate of size Õ(
√
n) bits is given to each node. Let G = (V,E) be an undirected

2As shown in [5], the size of the names can be reduced to (1 + o(1)) log2 n bits, but
we shall not enter into such a fine-grain optimization.
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graph with positive weights assigned to its edges, and a correct assignment of the

routing tables to the nodes according to the specifications of [5] as summarized in

Section 5.2.1. Then each node v ∈ V is assigned a certificate composed of:

• the distance between v and every landmark in L;

• the distance between v and every node in C(v);

• the set {δ(t, lt) | t ∈ C(v)}.

As claimed, all these information can be stored using Õ(
√
n) bits of memory.

We assume, without loss of generality, that all nodes know n (verifying the value

of n is easy using a proof-labeling scheme with O(log n)-bit certificates [19]). The

verification of the routing scheme then proceeds as follows. We describe the ver-

ification algorithm verif running at node v ∈ V . This verification goes in a

sequence of steps. At each step, either v outputs reject and stops, or it goes to

the next step.

We denote by L(v), C(v), and {N(v, t) | t ∈ L(v) ∪ C(v)} the content of the

routing table of v. These entries are supposed to be the set of landmarks, the

cluster of v, and the set of next-pointers given to v, respectively. We also denote

by d the distance given in the certificates. That is, node v is given

a set {d(v, t) | t ∈ L(v) ∪ C(v)} and a set {d(t, lt) | t ∈ C(v)}

where lt is supposed to be the node in L(v) closest to t ∈ C(v). Of course, if a node

does not have a table and a certificate of these forms, then it outputs reject. So,

we assume that all tables and certificates have the above formats. The algorithm

proceeds as follows at every node v. Node v checks that

1. the information in its table satisfy |C(v)| ≤ 4
√
n and |L(v)| ≤ 2

√
n log n

bits;

2. it has the same set of landmarks as its neighbors;

3. for every l ∈ L(v), there exists a neighbor u of v satisfying

d(v, l) = length({v, u}) + d(u, l),
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and all other neighbors satisfy

d(v, l) ≤ length({v, u}) + d(u, l),

with N(v, l) pointing to a neighbor u satisfying d(v, l) = length({v, u}) +

d(u, l);

4. if v ∈ L(v) then C(v) = ∅;

5. v ∈ C(v) and, for every node t ∈ C(v), there exists a neighbor u of v

satisfying t ∈ C(u) with

d(v, t) = length({v, u}) + d(u, t),

and every neighbor u of v with t ∈ C(u) satisfies

d(v, t) ≤ length({v, u}) + d(u, t),

with N(v, t) pointing to a neighbor u satisfying t ∈ C(u) and

d(v, t) = length({v, u}) + d(u, t);

6. for every node t ∈ C(v), for every neighbor u of v satisfying t ∈ C(u), the

distance d(t, lt) in the certificate of u is equal to the distance d(t, lt) in the

certificate of v;

7. for every t ∈ C(v), it holds that d(v, t) < d(t, lt);

8. for every neighbor u, and every t ∈ C(u) \ C(v), it holds that

length{(v, u)}+ d(u, t) ≥ d(t, lt).

If v passes all the above tests, then v outputs accept, else it outputs reject.

We now establish the correctness of this local verification algorithm, that is, we

show that it satisfies the specification stated in Definition 2.1 in Section 2.5. First,

by construction, if all tables are set according to [5], that is, if, for every node v,

L(v) = L, C(v) = C(v) and N(v, t) = next(v, t) for all t ∈ L ∪ C(v), then every

node running the verification algorithm with the appropriate certificate

{δ(v, t) | t ∈ L ∪ C(v)} ∪ {δ(t, lt) | t ∈ C(v)}
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where lt is the node in L closest to t ∈ C(v), will face no inconsistencies with its

neighbors, i.e., all the above tests are passed, leading every node to accept, as

desired.

So, it remains to show that if some tables are not what they should be according

to [5], then, no matter the certificates assigned to the nodes, at least one node will

fail one of the tests.

If all nodes output accept, then, by Step 1, all routing tables are of the appropriate

size. Also, by Step 2, the set L of landmarks given to the nodes is the same for

all nodes, as otherwise there will be two neighbors that would have different sets.

Moreover, by Step 3, we get that, at every node v, the distances of this node to

the landmarks, as stored in its certificate, are correct, from which we infer that

N(v, l) is appropriately set in the table of v, that is N(v, l) = next(v, l) for every

l ∈ L. Hence, if all the tests in Steps 1 - 3 are passed, all the data referring to L

in both the tables and the certificates are consistent. In particular, every node v

knows the landmark lv which is closest to it, and its distance δ(v, lv).

We now show that if all these tests as well as the remaining tests are passed, then

the clusters in the tables are correct, w.r.t. L, as well as the next-pointers. We

first show that, if all tests are passed, then, for every node v ∈ V ,

C(v) ⊆ C(v).

By Step 4, this latter equality holds for every landmark v. By Step 5, we get that,

at every node v, the distance of this node to every node t ∈ C(u), as stored in

its certificate, are correct, from which we infer that N(v, t) is appropriately set

in the table of v, that is N(v, t) = next(v, t) for every t ∈ C(v). By Step 6, we

get that, for every t ∈ C(v), we do have d(lt, t) = δ(lt, t). Indeed, this equality

will be checked by all nodes on a shortest path between v and t (whose existence

is guaranteed by Step 5), and t has the right distance δ(t, lt) in its certificate by

Step 3. Recall that

C(v) = {t ∈ V | δ(v, t) < δ(lt, t)}

where lt is the landmark closest to t. Step 7 precisely checks that inequality.

It remains to show that there are no nodes in C(v) that are not in C(v). Assume

that there exists t ∈ C(v) \ C(v), and let P be a shortest path between v and t.

Let v′ be the closest node to v on P such that t ∈ C(v′) ⊆ C(v′). Note that such
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a node v′ exists as t ∈ C(t). Let v′′ be the node just before v′ on P traversed

from v to t. By Lemma 5.2, since t ∈ C(v), we also have t ∈ C(v′′). We have

t ∈ C(v′′) \ C(v′′). Therefore δ(v′′, t) < δ(lt, t). Now,

δ(v′′, t) = length({(v′′, v′}) + δ(v′, t)

because P is a shortest path between v′′ and t passing through v′. So,

length({(v′′, v′}) + δ(v′, t) < δ(lt, t).

Step 8 guarantees that it is not the case. Therefore, there are no nodes in C(v) \
C(v). It follows that C(v) = C(v) for all nodes v. This completes the proof of

Theorem 5.1.

5.3 Name-independent routing scheme

The purpose of this section is twofold. First, it serves as recalling basic notions

that will be helpful for the design of our new name-independent routing scheme.

Second, it is used to show why the known name-independent routing scheme in [3]

appears to be difficult, and perhaps even impossible to verify locally.

5.3.1 The routing scheme of [3]

The stretch-3 name-independent routing scheme of [3] uses Õ(
√
n) space at each

node. We provide a high level description of that scheme. Recall that, in name-

independent routing, a target node is referred only by its identity. That is, name(t)

is the identity of t, i.e., name(t) = t.

Let G = (V,E). For every node v ∈ V , the vicinity ball of v, denoted by ball(v),

is the set of the 4dα log(n)
√
ne closest nodes to v, for a large enough constant

α > 0, where ties are broken using the order of node identities. By this definition,

if u ∈ ball(v) and w is on a shortest path between v and u, then u ∈ ball(w).

Color-Sets. In [3], the nodes are partitioned into sets C1, . . . C√n, called color-

sets, and, for i = 1, . . . ,
√
n, the nodes in color-set Ci are assigned the same color
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i. For every node v ∈ V , its vicinity ball, ball(v), contains at least one node from

each color-set. To get this, the color of a given node v is determined by a hash

function color which, given the identity of a node, maps that identity to a color in

{1, . . . ,
√
n}. This mapping from identities to colors is balanced in the sense that

at most O(
√
n log n) nodes map to the same color. A color is chosen arbitrarily,

and all nodes with that color are considered to be the landmarks. Let L be the

set of landmarks. It holds that |L| = O(
√
n log n). Also, each node v ∈ V has

at least one landmark in its vicinity ball. We fix, for each vicinity ball ball(v), an

arbitrary landmark, denoted by lv.

Routing in trees. This construction in [3] makes use of routing schemes in

trees. More precisely, they use the results from [5, 15], which states that there

exists a shortest-path (name-dependent) routing scheme for trees using names and

tables both on O(log2(n)/ log log(n)) bits in n-node trees. For a tree T containing

node v, let tableT (v) and nameT (v) denote the routing table of node v in T , and

the name of v in T , as assigned by the scheme in [15].

The routing tables. For any node v, let T (v) be a shortest-path spanning tree

rooted at v. Let P (v, w, u) be a path between v and u composed of a shortest

path between v and w and a shortest path between w and u. Such a path is said

to be good for (v, u) if v ∈ ball(w), and there exists an edge {x, y} along a shortest

path between w and u with x ∈ ball(w) and y ∈ ball(u);

Every node v ∈ V stores the following information in its routing table table(v):

• the hash function color that maps identities in colors;

• the identity of every node u ∈ ball(v), and the port number next(v, u);

• for every landmark l ∈ L, the routing table tableT (l)(v) for routing in T (l);

• for every node u ∈ ball(v), the routing table tableT (u)(v) for routing in T (u);

• the identities of all nodes with same color as v, and, for each such node u,

the following additional information:

– if there are no good paths P (v, w, u), then v stores

(
nameT (lu)(lu), nameT (lu)(u)

)
. (5.1)
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– if there exists a good path P (v, w, u), then let us pick a good path

P of minimum length among all good paths; then, let us compare its

length |P | with the length |Q| of the path Q composed of a shortest

path between v and lu, and a shortest path between lu and u; provide

v with (
nameT (lu)(lu), nameT (lu)(u)

)
if |Q| ≤ |P |, and with

(
nameT (v)(w), x, portx({x, y}), nameT (y)(u)

)
(5.2)

otherwise.

Storing the hash function color requires O(
√
n) bits. L and ball(v) are both of

size Õ(
√
n) bits. Moreover, the number of nodes with identical color is Õ(

√
n),

for every color. Finally, shortest-path routing in any tree can be achieved using

tables and names of size O(log2 n/ log log n) bits [5, 15]. It follows that |table(v)| =
Õ(
√
n), as desired.

Routing. Routing from a source s to a target t is achieved in the following way

(see [3] for more details). If t ∈ ball(s), or t ∈ L, or s and t have the same color,

then s routes to t using the information available in its table. More specifically, if

t ∈ ball(s) or t ∈ L, then s sets the header of the message as just the identity of

the target t. Instead, if s and t have the same color but t /∈ ball(s)∪L, the source

s sets the header as one of the two possible cases presented in Eq. (5.1) and (5.2).

Otherwise, that is, if t /∈ ball(s) ∪ L and color(s) 6= color(t), node s routes the

message towards some node w ∈ ball(s) sharing the same color as t. (The color

of t can be obtained by hashing the identity of t). The header is set to t, and

w will change the header upon reception of this message, according to the rules

previously specified. It is shown in [3] that this routing guarantees a stretch 3.

5.3.2 On the difficulty of locally verifying the scheme in [3]

We note that the routing scheme in [3], as sketched in the previous subsection, has

some “global” features that makes it plausibly difficult to locally verify, by adding
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certificates of size Õ(
√
n) bits at each node. In this subsection, we mention one of

these global features, illustrated in the example depicted on Figures 5.2 and 5.3.

In both Figures 5.2 and 5.3, we are considering routing from a source s /∈ L to a

target t /∈ L, of different colors, with s /∈ ball(t) and t /∈ ball(s). Let us assume

that node s has color red, while node t has color blue. According to the routing

scheme in [3], node s first routes the message towards some blue node u ∈ ball(s)

to get information about the blue target t. In the example of Figure 5.2, node u

stores (
nameT (u)(s), x, port(x, y), nameT (y)(t)

)
,

in order to guarantee a stretch 3. Instead, in the example of Figure 5.3, node u

stores (
nameT (lt)(lt), nameT (lt)(t)

)
.

to guarantee such a small stretch. Verifying locally whether there exists a good

path between s and t, which is the condition leading to distinguishing the case

where the content of Eq. (5.1) in Section 5.3.1 must be placed in the table, from

the case where the content of Eq. (5.2) must be placed in the table, appears to be

a very difficult matter when restricted to certificates of size Õ(
√
n).

s

u

lt
ls

...

t
s

u

t
x

y

Figure 5.2: All the nodes in a shortest path between s and t belong to ball(s)∪
ball(t).

s

u

lt
ls

...

s

u

t
x

y

Figure 5.3: There are nodes in a shortest path between s and t that do not
belong to ball(s) ∪ ball(t).

We point out that ignoring the two cases, and systematically storing the content of

Eq. (5.1) would result in a routing scheme that may be locally verifiable. However,
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its stretch is at least 7. To see why, let us consider the example displayed in

Figure 5.4 where s ∈ ball(t) but t /∈ ball(s). The radius of ball(s) is 50. Let

u ∈ ball(s) be one of the farthest nodes to s, i.e., δ(s, u) = 50. The radius of ball(t)

is 100 and δ(t, lt) = 100. Although δ(u, t) = 100, we assume u /∈ ball(t) due to

lexicographical order priorities. Finally, assume that δ(s, t) = 50. The worst case

route from s to t would then be s u s t lt  t. This path is of length

δ(s, u) + δ(u, s) + δ(s, t) + δ(t, lt) + δ(lt, t)

= 2× 50 + 50 + 2× 100 = 350

which is 7δ(s, t).

. . .
s

t

lt

u

50

100
50

Figure 5.4: A route of stretch 7.
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5.4 A new name-independent routing scheme

In this section, we describe and analyze a new name-independent routing scheme,

denoted by R. The section is entirely dedicated to the proof of the following

theorem.

Theorem 5.3. The name-independent routing scheme R uses routing tables of

size Õ(
√
n) bits at each node. It guarantees stretch 5, and, using handshaking, its

stretch can be reduced to 3. In both cases, R can be locally verified using certificates

of size Õ(
√
n) bits, using a 1-sided error verification algorithm which guarantees

that incorrect tables are detected with high probability3.

Our verifier used to establish Theorem 5.3 is actually deterministic. The certifi-

cates however store hash functions chosen at random. We assume that these hash

functions are not corruptible, and that the adversary is not capable to create col-

lisions (if not accidentally, by chance). Even though this assumption may seem

strong, we point out that this is relevant to practical situations in which crypto-

graphic hash functions designed to be collision resistant and hard to invert are

used (for more details please refere to Chapter 5 of [44]).

5.4.1 The new routing scheme R

Our new routing schemeR borrows ingredients from both [3] and [5]. In particular,

the landmarks are chosen as for the (name-dependent) routing scheme in [5], i.e.,

in such a way that every node v has a cluster C(v) of size at most 4
√
n, and the

landmarks form a set L of size at most 2
√
n log n. However, we reinforce the way

the nearest landmark to v is selected, by picking the nearest landmark lv such that

lv = argminl∈Lδ(v, l)

where ties are broken by choosing the landmark with smallest identity. Also, we

slightly reinforce the definition of next: for every two nodes v and t, we set

next(v, t)

3Given a family of events (En)n≥1, event En holds with high probability if Pr[En] =
1−O(1/nc) for c ≥ 1.
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as the smallest port number at v of an edge incident to v on a shortest path

between v and t. These two reinforcements of the definitions of landmarks and

next guarantee the following.

Lemma 5.4. Let v ∈ V , and let lv be its landmark. Let u be a node on a shortest

path between v and lv. Then lu = lv.

Proof. By the choice of the landmarks, if lu 6= lv then δ(u, lu) < δ(u, lv). However,

δ(v, lu) ≤ δ(v, u)+ δ(u, lu). So, if lu 6= lv then δ(v, lu) < δ(v, u)+ δ(u, lv) = δ(v, lv),

contradicting the choice of lv as the landmark closest to v.

Lemma 5.5. Let v ∈ V , let lv be its landmark, and let w be the neighbor of lv

such that next(lv, v) = portlv({lv, w}). Let u be a node on a shortest path between

v and w. We have next(lv, u) = next(lv, v).

Proof. By Lemma 5.4, we have lu = lv. If next(lv, u) 6= next(lv, v) there exists a

shortest path P from lv to u that does not go to w but through another neighbor

w′ of lv with next(lv, u) = portlv({lv, w′)}. (See Figure 5.5). On the other hand,

there is a shortest path between lv and u going through w. So, portlv({lv, w′}) <
portlv({lv, w}). But the path consisting of P and the shortest path between u and

v is also a shortest path between lv and v. Therefore, by our reinforcement of the

definition of next, we get portlv({lv, w′}) > portlv({lv, w}), contradiction.

v u

w

w′

lv. . .

. . .

. . .

Figure 5.5: The scenario in the proof of Lemma 5.5

As in [3], each node that is not a landmark is given a color in {1, . . . ,
√
n} de-

termined by a hash function, color, that maps identities to colors, where at most

O(
√
n log n) nodes map to the same color. Also, each node v has a vicinity ball,

ball(v), that contains the O(log(n)
√
n) nodes closest to v (breaking ties using iden-

tities). This guarantees that, with high probability, for every node v, there is at

least one node of each color in ball(v).
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For each color c, where 1 ≤ c ≤
√
n, we define a set

Dirc = {
(
v, lv, next(lv, v)

)
| color(v) = c}

which includes the direction to take at lv for reaching node v along a shortest path,

for v of color c.

The routing tables. Every node v ∈ V then stores the following information

in table(v):

• the hash function color that maps identities in colors;

• the identity of every landmark l ∈ L, and the corresponding port next(v, l);

• the identity of every node u ∈ C(v), and the corresponding port next(v, u);

• the identity of every node u ∈ ball(v), and the corresponding port next(v, u);

• the set Dircolor(v).

Storing the hash function color requires O(
√
n) bits, as we use the same function

as in [3]. Since L, C(v), ball(v), and Dircolor(v) are all of size Õ(
√
n), we get that

|table(v)| = Õ(
√
n) as desired.

Routing. Let us consider routing towards a target node t, and let v be the

current node. If t ∈ C(v), then routing to t is achieved using next(v, t). Notice

that, by Lemma 5.2, routing to t will actually be achieved along a shortest path.

Similarly, if t ∈ ball(v), then routing to t is achieved using next(v, t) along a

shortest path, and this also holds if t is a landmark. In general, i.e., if t is neither

a landmark nor a node of C(v)∪ ball(v), then node v computes color(t) by hashing

the identity of t.

If color(t) = color(v), then v forwards the message towards lt using the information

in Dircolor(v), and including (lt, next(lt, t)) in the header of the message so that

intermediate nodes carry on routing this message to lt. At lt, the message will

be routed to t using the information next(lt, t) available in the header, reaching a

node ut such that t ∈ C(ut). At this point, routing proceeds to t along a shortest

path.
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If color(t) 6= color(v), then the message is forwarded to an arbitrary node w ∈
ball(v) having the same color as t (we know that such a node exists), with w in

the header of the message. The message then reach w along a shortest path. At

w, we have color(t) = color(w), and thus routing proceeds as in the previous case.

Handshaking. The routing with handshaking to node t proceeds as follows. If t ∈
L∪C(v)∪ball(v), or color(v) = color(t), then routing proceeds as above. Otherwise,

v performs a handshake with a node w ∈ ball(v) with color(w) = color(t) in order

to get the identity of lt as well as next(lt, t). Then v routes the message to lt, where

it is forwarded to a node ut such that t ∈ C(ut). At this point, routing proceeds

to t along a shortest path.

5.4.2 Stretch of the new routing scheme R

Let s, t ∈ V be two arbitrary nodes of the graph. We show that the routing scheme

R routes messages from s to t along a route of length at most 5 δ(s, t) in general,

and along a route of length at most 3 δ(s, t) whenever using handshaking.

As we already observed, if t ∈ L ∪ C(v) ∪ ball(v), then the message is routed to

t along a shortest path, i.e., with stretch 1. Otherwise, we consider separately

whether the color of s is the same as the color of t, or not.

Assume first that color(t) = color(s). Then the message is routed towards lt along

a shortest path, then from lt to t along a shortest path. The length ` of this route

satisfies

` = δ(s, lt) + δ(lt, t).

By the triangle inequality, we get that

` ≤ δ(s, t) + 2δ(lt, t).

Since t /∈ C(s), we get δ(s, t) ≥ δ(t, lt). Therefore

` ≤ 3 δ(s, t).

We are left with the case where color(s) 6= color(t). Observe first that, with

handshaking, the route from s to t will be exactly as the one described in the

case color(s) = color(t), resulting in a stretch 3. This completes the proof that
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R achieves a stretch 3 with handshaking. Without handshaking, the message is

forwarded along a shortest path to an arbitrary node w ∈ ball(v) having the same

color as t, then from w to lt along a shortest path, and finally from lt to t along a

shortest path. The length ` of this route satisfies

` = δ(s, w) + δ(w, lt) + δ(lt, t)

≤ δ(s, w) + δ(w, s) + δ(s, lt) + δ(lt, t)

≤ 2 δ(s, w) + 3 δ(s, t)

≤ 5 δ(s, t)

as desired.

5.4.3 Local verification of R

We show how to verify R with a verification algorithm verif using certificates on

Õ(
√
n) bits. Let us define the certificates given to nodes when the routing tables

are correctly set as specified by R.

For each color c, 1 ≤ c ≤
√
n, let Bc be the number of bits for encoding the

set Dirc, and let r = max1≤c≤
√
nBc. We have r = Õ(

√
n). Let f1, . . . , fk be

k = Θ(log n) hash functions, where each one is mapping sequences of at most r

bits onto a single bit. More specifically, each function fi, 1 ≤ i ≤ k, is described

as a sequence fi,1, . . . , fi,r of r bits. Given a sequence D = (d1, . . . , d`) of ` ≤ r

bits, we set

fi(D) =
(∑̀
j=1

fi,j dj

)
mod 2.

Hence, if the r bits describing fi are chosen independently uniformly at random,

then, for every two `-bit sets D and D′, we have [45]:

D 6= D′ ⇒ Pr[fi(D) = fi(D
′)] =

1

2

Therefore,

D 6= D′ ⇒ Pr
[ ⋂

(fi(D) = fi(D), i = 1, . . . , k)
]

= 1/2k.

That is, if k = βdlog2 ne with β > 1, applying the functions f1, . . . , fk to both sets

D and D′ enables to detect that they are distinct, with high probability 1− 1/nβ.
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Each node v ∈ V stores the certificate composed of the following fields:

• the distances {δ(v, l) | l ∈ L};

• the distances {δ(v, u) | u ∈ ball(v)};

• the set
{(
δ(v, u), lu, δ(u, lu)

)
| u ∈ C(v)

}
;

• the set of k hash functions f1, . . . , fk;

• the set {fi(Dirc) | 1 ≤ i ≤ k, 1 ≤ c ≤
√
n}.

The first three entries are clearly on Õ(
√
n) bits, because of the sizes of L, C(v),

and ball(v). Each function fi is described by a sequence of Õ(
√
n) random bits.

The verification algorithm verif then proceeds as follows. In a way similar to

the proof of Theorem 5.1, we denote by H(v), L(v), C(v), B(v), D(v), and

{N(v, t) | t ∈ L(v) ∪ C(v) ∪ B(v)} the content of the routing table of v. These

entries are supposed to be the hash function color, the set of landmarks, the cluster

of v, the ball of v, the set Dircolor(v), and the set of next-pointers given to v, respec-

tively. We also denote by d the distance given in the certificates. That is, node v

is given a set {d(v, t) | t ∈ L(v) ∪B(v)}, and a set {(d(v, t), lt, d(t, lt)) | t ∈ C(v)}
where lt is supposed to be the node in L(v) closest to t ∈ C(v). We also denote

by F v
1 , . . . , F

v
k the hash functions given to v in its certificate, and by

F (v) = {F v
i,c | 1 ≤ i ≤ k, 1 ≤ c ≤

√
n}

the set of O(
√
n log n) hash values in the certificates. Of course, if a node does

not have a table and a certificate of these forms, then it outputs reject. So, we

assume that all tables and certificates have the above formats.

Clusters, balls and landmarks (including distances, ports, sizes, etc.) are checked

exactly as in Section 5.2 for the routing scheme in [5]. So, in particular, ignoring

the colors and ignoring the minimality of the landmarks’ identities, we can assume

that, for every node v,

L(v) = L, C(v) = C(v) and B(v) = ball(v),

and, for every node u ∈ L∪C(v)∪ball(v), we have d(v, u) = δ(v, u), and N(v, u) =

next(v, u) ignoring the minimality of that port number. To check the remaining
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entries in the routing tables (as well as the previously ignored colors and minimality

criteria for the landmarks and the next-pointers), verif performs the following

sequence of steps. At every step, if the test is not passed at some node, then

verif outputs reject at this node, and stops. Otherwise, it goes to the next step.

If all tests are passed at a node, that node outputs accept. Node v checks that:

1. lv has the smallest identity among all landmarks closest to v;

2. it has the same hash function H(v) as its neighbors, that it has one node of

each color in B(v), that v appears in D(v), and that all nodes appearing in

D(v) have the same color as v;

3. there exists at least one neighbor u on a shortest path between v and lv with

N(lv, v) = N(lv, u); for every neighbor u on the shortest path between v and

lv (implying lu = lv) with u 6= lv, N(lv, v) ≤ N(lu, u); and if lv is a neighbor

of v on a shortest path between lv and v, N(lv, v) = portlv({lv, v});

4. for every u ∈ L∪B(v)∪C(v), the port number N(v, u) is the smallest among

all the ports of edges incident to v on a shortest path between v and u;

5. it has the same hash functions F v
1 , . . . , F

v
k , as its neighbors;

6. F v
i (D(v)) = F v

i,H(v) for every i = 1, . . . , k;

7. the hash value F v
i,c, 1 ≤ i ≤ k, 1 ≤ c ≤

√
n, are identical to the ones of their

neighbors.

If v passes all the above tests, then v outputs accept, else it outputs reject.

We now establish the correctness of this local verification algorithm, that is, we

show that it satisfies the specification stated in Section 2.5. First, by construction,

if all tables are set according to the specification ofR, then every node running the

verification algorithm with the appropriate certificate will face no inconsistencies

with its neighbors, i.e., all the above tests are passed, leading every node to accept,

as desired. So, it remains to show that if some tables are not what they should

be according to R, then, no matter the certificates assigned to the nodes, at least

one node will fail one of the tests with high probability.

If all nodes pass the test of Step 1, then we are guaranteed that not only L(v) = L,

but also that lv is indeed the appropriate landmark of v. If all nodes pass the test
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of Step 2, then it must be the case that H(v) = color(v), that B(v) = ball(v) with

the desired coloring property, and that

D(v) ⊆ Dircolor(v).

By Lemma 5.5, we get that if all nodes pass Steps 3 and 4, thenN(v, u) = next(v, u)

where the minimality condition is satisfied.

Let us assume that there exists a pair of nodes (u, v) with same color such that

(u, lu, next(lu, u)) ∈ Dircolor(v) \D(v).

By the previous steps, we know that (u, lu, next(lu, u)) ∈ D(u). Hence, D(u) 6=
D(v). On the other hand, if Step 5 is passed by all nodes, then all nodes agree

on a set of k = Θ(log n) hash function f1, . . . , fk. Therefore, assuming that these

functions are set at random, we get that, with high probability, there exists at

least one function fi, 1 ≤ i ≤ k, such that fi(D(v)) 6= fi(D(u)).

If all nodes pass Step 6, then in particular F v
i (D(v)) = F v

i,c, and F u
i (D(u)) = F u

i,c

where c = color(v) = color(u). We know that F v
i,c = fi(D(v)) and F u

i,c = fi(D(u)),

which implies that F v
i,c 6= F u

i,c with high probability, which will be detected at

Step 7 by two neighboring nodes in the network. This completes the proof of

Theorem 5.3.
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5.5 Another name-independent routing scheme

We have seen that the stretch-3 name-independent routing scheme from [3] does

not seem to be locally checkable with certificates of Õ(
√
n) bits. Our new name-

independent routing scheme R is locally checkable with certificates of Õ(
√
n) bits,

but it has stretch 5. In this section, we focus on the local checkability of the

stretch-5 name-independent routing scheme from [4]. We show that, as for the

scheme in [3], the routing scheme in [4] do not appear to be locally checkable with

certificates of Õ(
√
n) bits. Moreover, handshaking, which may allow that scheme

to become locally verifiable with small certificates, does not reduce its stretch.

5.5.1 The routing scheme of [4]

The scheme in [4] requires Õ(
√
n) bits of memory per node. It is based on the

notion of landmarks, with as set L of landmarks sith size O(
√
n log n). To each

node v is also associated a vicinity ball, ball(v), consisting of the
√
n closest nodes

to v, breaking ties using the lexicographic order of the identities. Each node has

at least one landmark in its vicinity ball.

Block partition. Nodes are partitioned into
√
n blocks, S1, . . . S√n, each con-

taining
√
n nodes. Assuming that the identities are from 0 to n − 1, the set Si

consists of the nodes with identities in [(i−1)
√
n, i
√
n). Set of blocks are assigned

to the nodes. We denote by Av the set of blocks assigned to node v. We then

denote by Rv the set

{u ∈ V | ∃i ∈ {1, . . . ,
√
n}, u ∈ Si and Si ∈ Av}.

It is proved in [4] that there exists an assignment of sets of blocks to nodes such

that

• for every v ∈ V , and for every block Si, there exists u ∈ ball(v) such that

Si ∈ Au;

• for every v ∈ V , |Av| = O(log n).
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The routing tables. This scheme in [4] also uses routing schemes for trees.

Similarly to the previously described schemes, for a landmark l ∈ L, we denote by

T (l) a shortest-path tree routed at l spanning all the nodes. Also, tableT (v) and

nameT (v) denote the routing table and name of node v, respectively, for the tree

T . Each node v ∈ V stores the following information in table(v):

• the identity of every node u ∈ ball(v), together with next(v, u);

• the identity of every node l ∈ L, together with next(v, l) and tableT (l)(v);.

• for every node u ∈ ball(v), the set of indexes i such that Si ∈ Au;

• the identity of every node u ∈ Rv, the identity of l∗v,u, and nameT (l∗v,u)(u)

where

l∗v,u = argminl∈L
(
δ(v, l) + δ(l, u)

)
.

Routing. Routing from a node s to a node t is achieved in the following way.

If t ∈ ball(s) ∪ L ∪Rs, then s routes to t using the information it has in its table.

Otherwise, s routes the message towards a node w ∈ ball(s) satisfying that t ∈ Rw.

Then w routes to t using the information it has in its table, i.e., via the landmark

l∗w,t that minimizes the sum δ(w, l) + δ(l, t). It is proved in [4] that this routing

scheme guarantees stretch 5.

5.5.2 On the difficulty of locally verifying the scheme in [4]

As for the routing scheme in [3], we note that the routing scheme in [4] sketched in

the previous subsection is plausibly difficult to locally verify by adding certificates

of size Õ(
√
n) bits at each node. Indeed, let us consider two nodes u and v with

u ∈ Rv, one difficulty consists in verifying that a given landmark l∗v,u is effectively

the one that, among all l ∈ L, minimizes the distance δ(v, l) + δ(l, u).

Also, we show that, even using handshaking, the scheme in [4] still achieves stretch

at least 5. To see why, let us consider the example depicted in Figure 5.6, where

the node s aims at routing towards the node t. Node w ∈ Ball(s) is the only

node that has the routing information about node t, i.e., t ∈ Rw and, for every

u ∈ ball(s) \ {w}, we have t /∈ Ru. Therefore, if the handshaking is performed to a
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Figure 5.6: Handshaking does not help.

node with information about t in ball(s), then this handshaking is to be performed

between s and w. Let us fix some positive values x and ε, with ε� x.

On Figure 5.6, the following holds:

• t /∈ ball(s), and s /∈ ball(t);

• the radius of both ball(s) and ball(t) is x;

• δ(s, t) = x+ ε;

• δ(s, w) = δ(s, ls) = x and δ(w, ls) = 2x;

• δ(s, t) = x+ ε;

• δ(w, l∗w,t) = 2x− ε and δ(l∗w,t, t) = 2x+ ε;

• the shortest path between s and l∗ goes through w, i.e., δ(s, l∗w,t) = δ(s, w) +

δ(w, l∗w,t) = 3x− ε.

Note that δ(ls, t) = 2x+ ε, and thus

δ(ls, t) ≤ δ(ls, s) + δ(s, t).

Since l∗w,t = argminl∈L
(
δ(w, l) + δ(l, t)

)
,it follows that

δ(w, l∗w,t) + δ(l∗w,t, t) ≤ δ(w, ls) + δ(ls, t).

In fact, in our example, we have

δ(w, l∗w,t) + δ(l∗w,t, t) = 4x ≤ 4x+ ε = δ(w, ls) + δ(ls, t).
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Therefore, using handshaking, s queries w that replies with the name of l∗w,t. Then

s sends the message to t via l∗w,t and the resulting route is s  w  l∗w,t  t,

which has length:

δ(s, w) + δ(w, l∗w,t) + δ(l∗w,t, t)

= x+ 2x− ε+ 2x+ ε = 5x

which is close to 5 δ(s, t) for ε� x.

The case of handshaking with t also leads to no improvements as far as stretch is

concerned. See, e.g., Figure 5.6 where t has a red node u in its ball, at distance x

from t, and at distance 2x − ε from l∗u,s with l∗u,s at distance 2x + ε from s. This

scenario leads to the very same situation as when the handshaking is performed

between s and w.

5.6 Generalization to larger stretches

In this section, we show that Theorem 5.1 can be generalized to a whole family of

routing schemes achieving a tradeoff between space complexity and stretch. More

specifically, Thorup and Zwick describe in [46] an algorithm which, given any

integer k ≥ 1, returns a collection T of trees such that every node is contained in

O(n1/k log1−1/k n) trees in T , and, for each pair of nodes, there exists a tree in T
in which these two nodes are connected by a path of length at most 2k − 1 times

the length of a shortest path between them. Thorup and Zwick use this result,

combined with the techniques used in their stretch-3 routing scheme, to produce

a family of routing schemes indexed by k ≥ 2. For any k ≥ 2 the routing scheme

in this family uses a memory of Õ(n1/k) bits at each node, and has stretch 4k− 5

(see [5]). The stretch can be reduced to 2k − 1 using handshaking.

Theorem 5.6. For any k ≥ 2, the stretch-(4k−5) routing scheme by Thorup and

Zwick in [5] can be locally verified using certificates of size Õ(n1/k) bits. This also

holds for their handshaking-based stretch-(2k − 1) routing scheme.

We provide below a sketch of the proof for Theorem 5.6. For this purpose, we

recall the family of routing schemes in [5].
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5.6.1 The routing scheme family of [5]

The design of this family combines techniques described in [46] and [5].

A hierarchy of landmarks. The design is based on the construction of a hier-

archy of landmarks

L0 ⊇ L1 ⊇ · · · ⊇ Lk−1 ⊇ Lk

where L0 = V , Lk = ∅, and |Li| = Õ(n1−i/k) for i = 0, . . . , k − 1. One way of

constructing such set is to place each element of Li−1 into Li independently with

probability n−1/k. This way, Lk−1 is of size O(n1/k log n).

For 0 ≤ i ≤ k − 1, let li(v) be the nearest landmark of node v among all the

landmarks in Li. Notice that, for every node v, we have l0(v) = v. Each node v

has a bunch associated to it, defined as follows.

bunch(v) =
⋃

0≤i<k

{u ∈ Li \ Li+1 | δ(v, u) < δ(v, li(v))}.

Note that, since Lk = ∅, we have δ(v, lk(v)) = +∞ for every v ∈ V , and thus, for

every node v,

Lk−1 ⊆ bunch(v).

It can be shown [46] that, for any node v,

|bunch(v)| = Õ(n1/k).

The aforementioned collection T of trees is actually composed on n trees, each

rooted at a different node. We denote by T (v) the tree in T that is rooted at v.

Moreover, T satisfies that, for every node v, and every u ∈ bunch(v), node v

belongs to T (u). The same also hods for the landmarks, that is, for every node v,

and every landmark li(v), node v belongs to T (li(v)).

Each node has also a cluster associated to it, defined as follows.

C(v) =
⋃

0≤i<k

{u ∈ Li \ Li+1 | δ(v, u) < δ(u, li(u))}
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It can be shown [5] that landmarks can be set in such a way that, for every v,

|C(v)| = O(n1/k).

Names and tables. Each node v stores in its table, table(v), the following

information:

• the identities of each node u ∈ bunch(v);

• for every u ∈ bunch(v), the routing table tableT (u)(v) and the name of node

v, nameT (u)(v);

• for every u ∈ C(v), the name nameT (v)(u);

• the identity of the landmark li(v) ∈ Li, 0 ≤ i ≤ k − 1;

• the routing table tableT (li(v))(v).

All this information can be stored at v using Õ(n1/k) bits. The O(log n)-bit name

of node v is set as

name(v) =
((
li(v), nameT (li(v))(v)

)
, i = 0, . . . , k − 1

)
.

Routing. The routing from a source s to a target t proceeds as follows.

If t ∈ bunch(s), or t = li(v) for some i, 0 ≤ i ≤ k − 1, then s routes to t along a

shortest path, using the information in its table, i.e., using tableT (t)(s). If t ∈ C(s),
then s routes to t along a shortest path using the information in its table, i.e.,using

nameT (s)(t) on the tree rooted at s. (Note that if t ∈ C(s), then s ∈ bunch(t), and,

more generally, s ∈ bunch(u) for any u on a shortest path between s and t, from

which it follows that u also knows how to route to t using tableT (s)(u)).

Otherwise, node s scans all identities li(t) in name(t), and, among all such land-

marks in bunch(s), picks the one with the smallest index i, i.e., picks li(t) where

i = min{j ∈ {0, . . . , k − 1} | lj(t) ∈ bunch(s)}.

Then s routes to t using nameT (li(t))(t) in the tree T (li(t)) — this information can

be extracted from the name of t. Note that there exists at least one landmark

li(t) ∈ bunch(s) because Lk−1 ∈ bunch(v) for every node v.
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It is proved in [5] that this routing scheme guarantees a stretch 4k − 5.

Handshaking. In order to reduce the stretch from 4k− 5 to 2k− 1, the source s

performs handshaking by querying node t, providing it with name(s). The target

t computes

j = min{` ∈ {0, . . . , k − 1} | l`(s) ∈ bunch(t)}.

Then t choses between li(t) and lj(s) the one that has the minimum index among

the two. That is, it picks

l∗ =

{
li(t) if i ≤ j

lj(s) otherwise.

and routing between s and t is performed along the tree T (l∗), guaranteeing stretch

2k − 1.

5.6.2 Sketch of the proof of Theorem 5.6

It is not hard to check that one can locally verify theO(log2 n/ log log n)-bit routing

tables in [15] for routing in trees with certificates of size O(log2 n/ log log n) bits

at each node. As for the basic case of stretch-3 routing with tables of size Õ(
√
n)

bits at each node, each node has to check the correctness of its bunch, its cluster,

and its set of landmarks. For this purpose, the certificate of every node v stores

• the distance δ(v, u) for every u ∈ {l0(v), . . . , lk−1(v)}, and every u ∈ C(v) ∪
bunch(v);

• the distance δ(u, lu) for every node u ∈ C(v).

Each node v then checks that:

1. its bunch, its cluster, and its set of the nearest landmarks are of the appro-

priate size;

2. the set of landmarks Lk−1 is the same for every node;

3. li(v) is truly the nearest landmark of level i of node v;
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4. all nodes in bunch(v) satisfy the definition of bunch, and that there are no

missing nodes;

5. the nodes in C(v) satisfy the definition of cluster, and that there are no

missing nodes.

All these tests can be applied at each node by using the same techniques as to

verify the stretch-3 routing scheme of [5], and the correctness follows by the same

arguments as those given in Section 5.2.





Chapter 6

Conclusions and further research

direction

In this thesis we have studied and addressed issues related to distributed com-

puting. We have achieved significant theoretical results that may help in the

apprehension and analysis of distributed systems. Also, our investigation raises

several intriguing open questions for future research directions.

In Chapter 4 we presented a hierarchy of complexity classes in the LOCAL model.

This hierarchy collapses at the second level, that is all languages are Πloc
2 decidable.

Also, we are aiming at providing a proof of concept for the notion of interactive

local verification: Πloc
2 can be viewed as the interaction between two players, with

conflicting objectives, one is aiming at proving the instance, while the other is

aiming at disproving it. As a consequence, for this first attempt, we voluntarily

ignored important parameters such as the size of the certificates, and the individ-

ual computation time, and we focused only on the locality issue. On the other

hand, we studied the impact of allowing O(log n)-size certificates to depend on the

identifiers, by considering the hierarchy (Σlog-local
k ,Πlog-local

k )k≥0. This is an impor-

tant study that investigates how identifiers on the certificates affect the power of

a class. We show that Σlog-local
k = ΣLogLCP

k for every k ≥ 3, and Πlog-local
k = ΠLogLCP

k for

every k ≥ 2. Understanding these theoretical aspects in distributed computing

has a strong impact not only from a theoretical point of view. As for the central-

ized setting, classifying problems according to their difficulty may be of use in the

design and analysis of practical distributed systems.

87
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We show complete problems for most of the classes under the label-preserving

local reduction. In fact, completeness results are very sensitive to the type of

local reductions that are used. It would be interesting to determine whether NLD-

complete and Πloc
2 -complete languages exist for identity-oblivious reductions. This

latter type of reduction is indeed the most natural one in a context in which nodes

may not want to leak information about their identities. It is easy to see that

the class co-LD has a complete language for identity-oblivious reductions, namely,

or is co-LD-complete for identity-oblivious reductions. However, we do not know

whether this can be achieved for NLD or Πloc
2 .

Regarding the individual computation time, our completeness results involve local

reductions that are very much time consuming at each node. Insisting on local

reductions involving polynomial-time computation at each node is crucial for prac-

tical purposes. At this point, we do not know whether non-trivial hardness results

can be established under polynomial-time local reductions. Proving or disproving

the existence of such hardness results is left as an open problem.

Another aspect worth of being further investigated is to better understand the

power of identifiers in the certificates. What are the minimum conditions that drop

the separation line between the power of certificates that depend on identifiers,

and those who don’t? In fact, it is an open question to determine the status of

Σlog-local
2 versus Σlog-local

1 and Πlog-local
1 versus ΠLogLCP

1 .

In Chapter 5 we have shown that it is possible to verify routing schemes based

on tables of size Õ(
√
n) bits using certificates with sizes of the same order of

magnitude as the space consumed by the routing tables. The stretch factor is pre-

served, but to the cost of using handshaking mechanisms for name-independent

routing. We do not know whether there exists a stretch-3 name-independent rout-

ing scheme, with tables of size Õ(
√
n) bits, that can be verified using certificates

on Õ(
√
n) bits. Our new routing scheme, which is verifiable with certificates on

Õ(
√
n) bits, has stretch 3 only if using handshaking (otherwise, it has stretch 5).

Moreover, the certification of our routing scheme is probabilistic, and it would be

of interest to figure out whether deterministic certification exists for some stretch-

3 name-independent routing scheme, with tables and certificates on Õ(
√
n) bits.

It could also be of interest to figure out whether there exists a verification scheme

using certificates of size Õ(nc) bits, with c < 1
2
. Interestingly, our result for

stretch-3 name-dependent routing can be extended to larger stretches. Namely,

by using the same techniques as for stretch 3, we can show that the family of
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routing schemes in [5] using, for every k ≥ 1, tables of size Õ(n1/k) with stretch at

most 4k − 5 (or 2k − 1 using handshaking) are verifiable with certificates of size

Õ(n1/k). However, we do not know whether such a tradeoff between table sizes

and stretches can be established for verifiable name-independent routing schemes.

Specifically, are the existing families of name-independent routing schemes using,

for every k ≥ 1, tables of size Õ(n1/k) with stretch at most O(k), verifiable with

certificates of size Õ(n1/k)? If not, is it possible to design a new family of verifiable

name-independent routing schemes satisfying the same size-stretch tradeoff?

The capacity to detect whether the routing tables have been modified is important

as it may prevent unpleasant consequences of an ill-intentioned attack. The detec-

tion of malicious failures is of interest not only for routing protocols. In fact, one

research direction could be to distributedly verify labeling schemes that are used

for different purposes, such as distance labeling schemes, using small certificates.

Complexity theory in the distributed setting is an emerging field of research which

is gaining importance. One of the main stream topics in this context is the study

and understanding of the complexity theory of locally checkable labelling (LCL)

problems. The class LCL includes all problems that are solvable in constant time

in the classical LOCAL model, using nondeterministic algorithms. Although there

has been significant progress in this direction, there are still many open questions.

For example, a challenging task would be to understand if there are LCL problems

that have running time in the spectrum between ω(1) and o(log∗ n) rounds. This

is an intriguing topic for future research works.
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[29] Patrik Floréen, Joel Kaasinen, Petteri Kaski, and Jukka Suomela. An optimal

local approximation algorithm for max-min linear programs. In SPAA 2009:

Proceedings of the 21st Annual ACM Symposium on Parallelism in Algorithms

and Architectures, Calgary, Alberta, Canada, August 11-13, 2009, pages 260–

269, 2009.

[30] Fabian Kuhn, Thomas Moscibroda, and Roger Wattenhofer. What cannot be

computed locally! In Proceedings of the Twenty-Third Annual ACM Sympo-

sium on Principles of Distributed Computing, PODC 2004, St. John’s, New-

foundland, Canada, July 25-28, 2004, pages 300–309, 2004.

[31] Christoph Lenzen, Yvonne Anne Oswald, and Roger Wattenhofer. What can

be approximated locally?: case study: dominating sets in planar graphs. In

SPAA 2008: Proceedings of the 20th Annual ACM Symposium on Parallelism

in Algorithms and Architectures, Munich, Germany, June 14-16, 2008, pages

46–54, 2008.

[32] Christoph Lenzen and Roger Wattenhofer. Leveraging linial’s locality limit.

In Distributed Computing, 22nd International Symposium, DISC 2008, Arca-

chon, France, September 22-24, 2008. Proceedings, pages 394–407, 2008.

[33] Cyril Gavoille. Routing in distributed networks: overview and open problems.

SIGACT News, 32(1):36–52, 2001.

[34] Cyril Gavoille and David Peleg. Compact and localized distributed data

structures. Distributed Computing, 16(2-3):111–120, 2003.

[35] Pierre Fraigniaud and Cyril Gavoille. A space lower bound for routing in trees.

In STACS 2002, 19th Annual Symposium on Theoretical Aspects of Computer

Science, Antibes - Juan les Pins, France, March 14-16, 2002, Proceedings,

pages 65–75, 2002.

[36] Cyril Gavoille and Stephane Perennes. Memory requirements for routing in

distributed networks (extended abstract). In Proceedings of the Fifteenth An-

nual ACM Symposium on Principles of Distributed Computing, Philadelphia,

Pennsylvania, USA, May 23-26, 1996, pages 125–133, 1996.



Bibliography 95

[37] Shiri Chechik. Compact routing schemes with improved stretch. In ACM

Symposium on Principles of Distributed Computing, PODC ’13, Montreal,

QC, Canada, July 22-24, 2013, pages 33–41, 2013.

[38] Baruch Awerbuch and David Peleg. Sparse partitions (extended abstract).

In 31st Annual Symposium on Foundations of Computer Science, St. Louis,

Missouri, USA, October 22-24, 1990, Volume II, pages 503–513, 1990.

[39] Stefan Schmid and Jukka Suomela. Exploiting locality in distributed SDN

control. In Proceedings of the Second ACM SIGCOMM Workshop on Hot Top-

ics in Software Defined Networking, HotSDN 2013, The Chinese University

of Hong Kong, Hong Kong, China, Friday, August 16, 2013, pages 121–126,

2013.
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